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Chapter 1

Introduction

The Satellite Mission Scheduling problem with Dynamic Tasking (SMS-DT)
involves scheduling tasks to be performed by a satellite, where new task
requests (called dynamic task requests) can arrive at any time and must
be scheduled in real-time. The schedule specifies which tasks (out of many
requests) will be performed along with the start times and durations for those
tasks. The goal is to maximize the total value of all of the tasks scheduled,
while ensuring that the schedule is realistic, in the sense that the satellite is
actually able to perform the scheduled tasks at their scheduled times.

Because of the real-time processing requirement, it is essential to do as
much of the scheduling calculations in advance so that dynamic task requests
can be accomodated very quickly. Typically, this involves creating an initial
schedule in advance, and then modifying this schedule, on the fly, to acco-
modate real-time requests. However, other forms of preprocessing could also
be advantageous.

The SMS-DT was the subject of a Math Clinic in spring semester, 2005,
[56]. Two of the most promising ideas that came out of that clinic addressed
the static scheduling problem, which is concerned only with creating the
initial schedule, without concern for dynamic tasks. These two ideas were
developed further in the current clinic. The first is a hybrid genetic algorithm
method, which has been extended to include a novel double-chromosome
method for representing the schedule. This method is described in Chapter 2.

A second idea introduced in the 2005 clinic is called the top-priority path
dependent algorithm. This approach views the schedule as a path connecting
the physical locations of the tasks. The idea of the algorihm is to first create
an initial schedule consisting of the most critical tasks, and then iteratively
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adding additional tasks to the schedule if they do not require deviating too
much from the initial path. This approach is discussed in Chapter 3.

In addition to these two methods, a third team of students focused ex-
clusively on the dynamic rescheduling problem. This group investigated a
number of ideas for adjusting an initial schedule to accomodate dynamic
tasks. These ideas are presented in Chapter 4.

In the remainder of this chapter, we give a detailed description of the
SMS-DT, including several mathematical programming formulations of the
problem.

1.1 Problem Description

A satellite mission schedule is a time ordered sequence of activities (scheduled
tasks or subtasks) to be performed by the payload of a satellite. In this
project, we focus on satellite data collection systems, such as those involved
in remote sensing. Here, an activity essentially involves taking a picture of a
certain location (target) on the Earth’s surface. For each scheduled activity
i, a start time ti and duration di is specified in the schedule. The goal is
to maximize the total value of the scheduled activities, while at the same
time ensuring that the schedule complies with physical and customer-defined
constraints. We assume that the value of the schedule is the sum of the
values of the individual activities. That is, we seek to maximize

Q =
∑

i∈A

vi(ti), (1.1)

where A is the set of activities in the schedule, and vi(ti) is the value of
performing activity i at time ti.

Note that this representation assumes that the values of different tasks
are independent of each other. But there may be cases where this assumption
is not correct. One such case will be discussed below in Section 1.1.8, where
the value of the task is realized only if it is repeated a required number of
times within the schedule. Fortunately, in this case, it will be possible to
handle such dependencies between tasks by adding additional constraints to
the problem.

The value function vi for a task may be influenced by a number of factors,
including image quality, time preferences specified by the customer, and task
priorities. These factors will be discussed in the following sections, where it
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will become clear that representing the value as a function of start time is a
reasonable approach.

1.1.1 Image Quality and Duration

The duration di of an activity i must be sufficiently long to ensure sufficent
quality of the data collection. The quality of a data collection depends on
many factors, including position of the satellite, weather conditions, and
duration of the activity. For simplicity, we assume that the required data
quality for an activity i can be represented as a function d̂i(ti), which depends
solely on the start time ti of the activity. Moreover, because of our desire
to process as many tasks as possible, we assume that the minimum required
duration is always chosen. That is, we assume that di = d̂i(ti).

1.1.2 Task Priorities

Each task is assigned a priority score in the range 0–99, with 0 representing
the highest priority and 99 representing the lowest. As a general rule, a lower
priority task should not adversely impact a higher priority task. That is, a
lower priority activity could cause a higher priority activity to move to less
desireable time on the schedule, but cannot bump the higher priority activity
off of the schedule. However, a higher priority activity could bump a lower
priority activity off of the schedule in order for it to get on the schedule.
Given a choice, it is preferable to complete a task as early as possible.

The best way of modeling the above set of rules is not clear-cut. One
approach would be to assign a baseline value wp to each priority number
p. By controlling the relative values of tasks with different priorities, it is
possible to control the relative tradeoffs between tasks of different priorities.
For example, by setting wp = 2∗wp+1, we would be dictating a 2 to 1 tradeoff
between priority p and priority p + 1 tasks. (i.e., one priority p task is worth
two priority p + 1 tasks).

In the extreme, we could require that higher priority tasks take absolute
precedence over any number of lower priority tasks. This could be accom-
plished by making the value of the higher priority task at least M greater
than the value of any lesser priority task, where M is an upper bound on
the number of activities that can appear in the schedule. That is, we could
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require that for each p ∈ 0, . . . , 99,

wp ≥ M ∗ wp+1.

To account for time preferences, the baseline values could then be penalized,
as discussed below.

While the approach is conceptually simple, it runs into numerical prob-
lems due to the number of different priority numbers (0–99). For example,
if M = 10, then this would require that w0 ≥ 1099w99. Because of this, it
is perhaps better to handle the tradeoffs between different priority numbers
algorithmically.

1.1.3 Time Windows

Each activity must be scheduled within its effective time window. The effec-
tive time window specifies the earliest time bi that activity i can be started,
and the latest time ei that it can be completed. This gives the constraint

bi ≤ ti ≤ ei − di. (1.2)

This time window incorporates the customer’s desires as to when they
would like the task performed, and also incorporates physical limitations
governing when the target will actually be in view of the satellite.

Line of sight visibility must be maintained between the satellite and the
target throughout the duration of the task. For simplicity, this constraint is
incorporated into the effective time window constraint described above. That
is, we assume that line of sight visibility is satisfied throughout the effective
time window. This is no loss of generality since if the target is not visible
for part of the effective time window then the effective time window can be
shrunken to exclude this part.

In addition to the effective time window, each task request is assigned a
preferred time window. Whenever possible, tasks should be scheduled during
their preferred time window. However, it is acceptable (but less desireable)
to service a task outside of the preferred time window, as long as it is still in
the effective time window.

One approach to handling such time preferences is to incorporate a penalty
on the value of an activity performed outside its preferred time window. Such
a strategy is considered in Section 2.7
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1.1.4 Targeting and Slew Times

Depending on the design of the satellite and its payload, aiming the camera
at a target is accomplished either by rotating the satellite itself (along one
or two axes), by moving the camera on the satellite, or both. Conceptually,
these operations can be combined into a single operation, which we refer to
as slewing.

The time required to “slew” the camera into position depends on the
angles that the satellite and camera need to be rotated. These angles can
be calculated from the latitude and longitude of the targets and the altitude
and position of the satellite.

For a fixed satellite position, the slew time required between two consecu-
tive tasks is monotonic in the distance between the two targets. That is, the
farther two objects are apart, the longer it will take to position the camera
between tasks. For simplicity, we assume that the slew time between any
pair of targets i and j is not too sensitive to the position of the satellite, so
can be represented as a constant si,j.

It is also reasonable to assume that the slew times obeys the triangle
inequality. That is, for any three targets i, j, k, we assume

si,j + sj,k ≤ si,k. (1.3)

1.1.5 Avoiding Schedule Conflicts

If two tasks require the same satellite resource (e.g. camera), they cannot be
scheduled to use that resource simultaneously. For this project, we assume
that all tasks are serviced by a single camera, which can collect data from
only one target at a time. Thus, one task must be completed and the camera
must be moved before the next task can be begun.

This gives the constraint

ti + di + sij ≤ tj (1.4)

whenever activities i and j appear consecutively in the schedule.

1.1.6 Other Constraints

There are many other physical and engineering constraints that must also be
satisfied. For example, there must be sufficient on-board (in-memory) storage
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for the collected data, prior to downlink. These additional constraints are
ignored in this study, since they have little impact on the central decision
making process.

1.1.7 Mixed-Integer Programming Formulation

We now present an mixed-integer programming formulation of the problem.
Because of the size of the problem, it is infeasible to actually solve the prob-
lem using integer programming techniques, but it is helpful to state the
problem in this formal mathematical language in order to precisely define
the problem.

We use the following notation, most of which was introduced above:

Parameters

T represents the set of task IDs.

A is a subset of T consisting of the task IDs for the scheduled activities.

N represents the number of task requests (which is equal to |T |).

bi is the beginning of the effective time window for task i.

ei is the end of the effective time window for task i.

sij is the slew time required between successive activities i and j.

Continuous Variables

ti: Start time of task i.

di: Duration of task i.

Functions

vi(ti) Value of performing activity i starting at time ti.
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Binary Variables

xi: xi = 1 indicates that task i is included in the schedule; xi = 0 indicates
that it is not. That is, xi = 1 for i ∈ A, and xi = 0 for i ∈ T \ A.

yij: If task i and task j are both in the schedule, then yij = 1 indicates
that task i precedes task j. To ensure consistency, we require that
yij + yji = 1. If at least one of task i and j is not in the schedule,
then yij has no meaning; but we shall still insist that yij + yji = 1, for
simplicity.

The mixed-integer formulation our problem is as follows:

max
∑

i∈T xivi(ti)
subject to bi ≤ ti ≤ ei − di if xi = 1

ti + di + sij ≤ tj if xi = 1, xj = 1 and yij = 1
yij + yji = 1

di ≥ 0
xi, yij ∈ {0, 1} for all i, j.

(1.5)
In the above formulation, observe that the value of a task will only be

added into the objective function if xi = 1; that is, if the task is scheduled.
The first constraint specifies that the task must be performed within the
effective time window. The second constraint ensures that there are no re-
source conflicts. The third constraint specifies that the order of every pair of
tasks is well-defined.

Note that the third constraint ti + di + sij ≤ tj is enforced whenever
j appears anywhere after i in the schedule, not just when j immediately
follows j. But this does not impose any additional restrictions because we
have assumed that the slew times satisfy the triangle inequality (1.3).

1.1.8 Monitoring Tasks

There are two types of task requests: simple and monitoring tasks. A simple
task is a request to a perform a single data collection operation within a
specified time window. Such a task request is defined by specifying a start
and end time, along with the required duration. A monitoring task involves
repeated collections of the same target at specified time intervals. Each
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collection is called a subtask. A monitoring tasks is defined by specifying
a minimum and maximum number of revisits, an effective time window (in
which all subtasks must be performed), required durations for each subtask,
and minimum allowable time between revisits. If less than the minimum
number of revisits is completed, the monitoring task is considered incomplete.
In contrast, if more than the maximum number of revisits occurs, there is no
added benefit.

Monitoring tasks can be added into our mixed-integer programming for-
mulation as follows:

For each monitoring task j,

1. Introduce Mj simple task ids, where Mj is the required number of
revisits for monitoring task j.Let Sj be the set of these task ids corre-
sponding to monitoring task j.

2. Introduce the binary variable zj, which is set to 1 if the minimum
number of revisits for monitoring task j were achieved, and zj = 0
otherwise.

3. Add the following constraints:

∑
i∈Sj

xi ≥ Mj if zj = 1 (1.6)
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Chapter 2

Group 1: Hybid Double
Chromosome Genetic
Algorithm

By Cliff Bainter, Narimene Lekmine, Jeremy Noe, Leslie Quinn, Whitney
Rust, and Dmitriy Vassilyev

2.1 Abstract

The satellite mission scheduling problem is a combinatorial problem of con-
siderable importance. Despite that it is an NP-hard problem, in this math
clinic we attempted to implement a Genetic Algorithm to solve this problem.
Genetic Algorithms constitute a technique that has been applied with advan-
tage to a variety of combinatorial problems such as the Traveling Salesperson
Problem (TSP), the Vehicle Routing Problem (VRP) and more, which are
explored later in detail.

In this paper we explore the implementation of GA’s with the purpose
of optimizing the Satellite mission scheduling problem with many tasks to
be scheduled using a double chromosome technique, and using a schedule
evaluator and a scheduler. We provide a brief introduction on the technique
of GAs. We demonstrate the performance of the algorithm by testing with
different sizes of data sets which can be used to estimate the performance for
larger data sets.
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2.2 Introduction

Satellite mission scheduling for photographic reconnaissance requires the abil-
ity to take a list of requested photographic images, called tasks, and order
them into a schedule. The goal is to maximize the number of important tasks
scheduled. Each individual task, or target, has several attributes such as: lo-
cation, opportune time window to photograph the target, and priority, which
play a role in determining the importance of the target and the sequence in
which they are scheduled. In addition, the number of tasks requested far
exceeds the amount of work the satellite is capable of completing in a fixed
time frame; thus, the ability to alter initial schedules to handle dynamic task
requests must be considered. Non-dynamic tasks (for the initial schedule)
may be further categorized into two classes: simple, and monitoring. Simple
tasks require one operation (photograph) to be taken based on the attributes
described above. Monitoring tasks harbor the same attributes as simple tasks
but, in addition, demand that a target be revisited a pre-determined number
of times.

A prior Math Clinic Team performed a great degree of initial research
and exploration (Math Clinic, 2005). This project has utilized many of their
findings and proposals in hopes of realizing much of what they may have
been unable to implement due to time constraints. One approach proposed
by the prior Math Clinic Team was the use of genetic algorithms (GA’s)
to solve the initial scheduling problem. Initially, this team was responsible
for implementing and testing different GA’s to build the initial schedule,
a schedule builder which takes the output of the GA’s and formulates a
schedule, and a schedule evaluator (which will be a common component for
all teams) which scores or ranks schedules for comparison in order to help
track the performance of the GA’s and the schedule builder.

Our approach is different from the previous Math Clinic in several ways.
First, we used a double chromosome technique as opposed to their single chro-
mosome technique. Also our genetic algorithm is hybridized with a sched-
uler and schedule evaluator component in a way that was not previously
explored. Our approach helps reduce the computational costs and run-time
of a computer. Having a double chromosome helps to optimize more efficient
offsprings that are of greater fitness than those produced from a single chro-
mosome. Then the Scheduler takes both of these chromosomes and creates
a schedule.

In this paper, we developed a genetic algorithm that evolves optimal
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solutions of tasks for the satellite system described above. Section 3 begins
with a background discussion of the Genetic Algorithm. In section 4, we
will describe in detail the Genetic Algorithm with all of the operators we
used along with the genetic implementation of the solution to the satellite
scheduling problem and applications for genetic algorithms. In section 5, we
talk more about the double chromosome hybrid approach that we used in
solving this problem. In section 6, we talked about the scheduler, the initial
plan for scheduler project, included the scheduler algorithm . Section 7 gives
details about the schedule evaluation for the evaluators we developed the
general schedule evaluator and a specialized schedule evaluator. In section
8, we will conclude our paper with the result and performance of the genetic
algorithm and in the appendices following the paper our program code will
be displayed.

2.3 Background

2.3.1 Definitions

Keywords: that will provide insight into the biological structure of GA’s:
Chromosomes: All living organisms consist of cells. In each cell there is
the same set of chromosomes. Chromosomes are strings of DNA and serve
as a model for the whole organism. A chromosome consist of genes, blocks
of DNA. In this project a chromosome will represent a proposed schedule.

Gene: each gene encodes a particular protein. In our chromosomal rep-
resentation the genes represent requested tasks.

Locus: each gene has its position in the chromosome, known as the locus.
Cross over: Genes from the parents combine in some way to create a

whole new chromosome the newly created offspring can then be mutated.
Mutation: The elements of DNA are randomly changed. These changes

are mainly caused by errors in copying genes from parents, and usually involve
the swapping of two genes within the chromosome.

Fitness: the fitness of an organism is measured by the success of the
organism in its life. In this project the fitness of a chromosome or schedule
will be evaluated by the schedule evaluator.
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Assumptions

1. In order to simplify the problem, it was assumed that the satellite is
in a fixed position above the earth, so any movement of the satellite
will not be a consideration. This seems to be a reasonable approach
to problem simplification as medium elliptical earth orbiting satellites
can be modeled as a fixed point above the earth for a set amount of
time.

2. The possible area of all targets will be fixed (in accordance with item
1 above).

3. All targets in the area of interest are visible to the satellite.

Constraints

1. All tasks have an associated priority, and the lower the priority number
of a given task, the higher the need to achieve this task.

2. A task of lower priority number may never be overridden by any number
of tasks of higher priority number.

3. Monitoring tasks can be decomposed into simple tasks. The simple
tasks that comprise a monitoring task must all be scheduled or none of
them may be scheduled.

Initial Objectives

At the outset of this project, our objectives were to develop the following:

1. A scoring algorithm (schedule evaluator) that accounts for maximum
targets achieved, the priority of each target, and adjusts the score of
the schedule accordingly. This may involve using multiple scoring al-
gorithms.

2. One or more GA implementations, including a double chromosome
model, and comparisons and forecasts of their performance on larger
data sets. In many cases some of the differences between algorithms
may be a matter of fine-tuning the cross-over and fitness methods used.
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3. Performance measurements of the different GA approaches (which may
include differences in the methods that comprise the GA such as cross-
over, fitness, and mutation parameters).

4. A schedule builder that takes the output of one or more GA’s and fur-
ther optimizes the task order as the schedule is constructed. This will
hopefully complement the GA’s in a hybrid manner by allowing the
simplification of the implementation of the GA’s to help these algo-
rithms perform more quickly.

2.4 Overview of Genetic Algorithms

Genetic Algorithms (GA’s) are part of the evolutionary algorithms family in
the area of heuristics. Heuristic algorithms may be thought of as to find an
approximate solution, rather than the exact solution. They are used when
time and/or computer power is constrained when dealing with exact solu-
tions to problems and when an approximation close to the optimal solution
is acceptable.[1] GA’s mimic the biological process of evolution and repro-
duction by representing possible solutions as chromosomes. In the traditional
GA, chromosomes are selected and mated (cross-over) by creating an initial
population set (i.e. permutations of solutions to the problem), assigning a
fitness to each chromosome, and creating and using a discrete probabilistic
distribution to randomly select from (where higher fitness chromosomes have
a greater chance of being selected) the initial population. Sets of chromo-
somes are then ’mated’ by using a cross-over function that decides which
genes (tasks) in the parent chromosomes are represented in the offspring.
This method of cross-over may be defined in many different ways including
schema that always try to manipulate genes in certain positions, random
selection of genes to swap, and other methods which may be required for
the specific problem at hand. The mating of the new chromosomes produces
offspring that comprise or contribute to the new population to select from.

In our case, the sheer enormity of data in the scheduling problem (2000-
3000 tasks) and trying to iterate through all solutions make this an NP-hard
problem. NP-hard (Non-deterministic Polynomial-time hard) refers to the
class of decision problems that contains all problems, such that for every
decision problem in NP there exists a polynomial-time many to one reduction
to the problems.
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The satellite problem has characteristics of several well-structured com-
binatorial optimization problems that have been addressed by some ap-
proaches. In the following subsections, we briefly describe some of these
well-structured problems.

2.4.1 Vehicle Routing Problems with Time Windows

The problem we are trying to solve looks very similar to a Vehicle Routing
Problem (VRP) with Time Windows (i.e. schedule constraints). The vehicle
routing problem tries to minimize the number of vehicles and the distance
they travel. When combined with scheduling, this class of problem begins
to show many similarities to our scheduling problem with one vehicle and
no cycle completion required. The previous math clinic was able to find
literature that supported a method of using GA’s that took a hybrid approach
of evolving two populations: one based on distance traveled and one that
optimized the time windows (into a densely packed schedule). Solutions
were then taken from these dual populations and combined —using another
algorithm, referred to as the schedule builder component in this literature—
to arrive at an acceptable (close to optimal) solution. [2]

2.4.2 Traveling Salesman Problem

Much has been written on TSP approximations [1] using GA’s that can prob-
ably be adapted to our implementation for minimizing distance traveled. One
problem that arises often in GA’s for TSP’s involves the cross-over and mat-
ing functions and their ability to produce feasible chromosomes. Several
models have been developed to overcome this limitation. Edge recombina-
tion appears to be the most promising and tries to utilize the fact that two
adjacent genes form an edge, and this should be considered when trying to
cross-over. This might be a feasible approach for optimizing distance be-
tween genes (tasks). Other methods, some of which have been explored by
the prior Math Clinic Team, include Syswerda’s order or position-based cross-
over that preserve order and account for feasible offspring [2]. Furthermore,
TSP’s have been modeled for scheduling problems [3] and these again may
be adapted to our problem for the time window GA solution.

14



2.5 The Double Chromosome Hybrid Approach

2.5.1 Implemented Approach

After further research into the VRPTW and previous clinic report, it was de-
cided that we would take the same Hybrid GA approach but implement a dif-
ferent Double Chromosome technique. The resulting GA we used to attempt
to solve the satellite scheduling problem consists of two double (parallel)
chromosomes who are simultaneously run through the GA then a scheduler
that considers both chromosomes when making the final schedule. In the
double chromosome approach one chromosome represents priority ordering
and the other represents time ordering. This GA consists of the following
steps:

1. Initial population generation.

2. Chromosome fitness.

3. Population selection.

4. Crossover functionality.

5. Mutation functionality.

All of these steps are described in sections below. The chromosome fitness
is measured by the schedule evaluator which calculates a separate score for
each double chromosome in the population after the population generation,
and after each cross-over. This technique will be described in a later section.

2.5.2 Double Chromosomes: An Iterative Approach

Our implementation of the hybrid approach to GA’s consists of an iterative
double (or parallel) chromosome, one chromosome represents the priority or-
dering and the second chromosome represents the time-ordering that are fed
into a single scheduler. This scheduler considers both chromosomes in the
creation of an optimal schedule. The scheduler translates these two chro-
mosomes into a schedule. The schedule that is created is then evaluated
by a schedule evaluator and given a “score” based on “fitness” or schedule
desirability. The first chromosome is based on priority, and the second chro-
mosome is based on time ordering. The chromosomes are built using an
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iterative approach beginning with priority 0. The chromosomes schedule is
optimized based on the current priority. The goal is for a desirable maximum
to be reached with a single priority before filtering in the tasks of the next
priority.

2.5.3 Initial Population

The initial population is typically derived through permutation of the possi-
ble solutions. This of course will not be feasible due to the amount of tasks
involved (2000-3000) and another means to generate the initial population
will have to be used. We used an iterative population building process by
constructing chromosomes of only a single priority (0), running the genetic
algorithm and then starting with the most fit chromosome with just prior-
ity 0, and adding in permutations of the next priority (1) and so on. This
was accomplished by taking the most fit chromosome of priority 0 and then
deriving permutations of all priority 1 tasks and permuting those into the
chromosome with only priority 0’s maintaining the relative order of the prior-
ity 0 chromosomes (where the fitness had already been maximized). The new
population, consisting of only priority 0 and 1 tasks was then put through
the GA to arrive at an optimal solution. This procedure is then repeated for
each successive priority.

2.5.4 Roulette Wheel Selection

The roulette wheel strategy will be used for selecting chromosomes. This
involves scoring all chromosomes (double chromosomes) of a population by
using the schedule builder and schedule evaluator and then ranking them
based on the sum of the finesses of all chromosomes. The better the fitness
of the double chromosome, the greater the chance it will be selected, however
it is not guaranteed that the most fit member continues on to the next gen-
eration. However, it was decided that we would use an elitist approach that
always returns the highest scoring chromosome back into the population. A
discrete distribution was used to select the chromosomes for mating based on
a random number selected from a uniform distribution which is then mapped
to the discrete distribution. With the roulette wheel, we start by obtaining
the total fitness scores for the entire original population and then we calcu-
late the probability of being selected, and then we make assignments to the
double chromosome pair. In the selection we are just generating a random
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number between [0,1] and selecting the double chromosome that corresponds
to this number.

Example: total fitness = 82.5
Double chromosome pairs with fitness scores:
(1) 15 (15 / 82 = 18.3 % chance)
(2) 16 (16 / 82 = 19.5 % chance)
(3) 5 ( 5 / 82 = 6.1 % chance)
(4) 8 ( 8 / 82 = 9.8 % chance)
(5) 38 (38 / 82 = 46.3 % chance)

82 100.0 %
Roulette wheel laid across [0, 1]
[0—–.25—–.5—–.75—–1]
double chromosome pair 1: 0 - .183
double chromosome pair 2: .183 - .378 (.183 + .195)
double chromosome pair 3: .378 - .439 (.183 + .195 + .061)
double chromosome pair 4: .439 - .537 (.183 + .195 + .061 + .098)
double chromosome pair 5: .537 - 1 (.183 + .195 + .061 + .098 + .463)

2.5.5 Cross-Over

The cross-over algorithm for the solution to this particular problem had to
be carefully selected. There are many different ways to mate parent chro-
mosomes in genetic algorithms, however the most commonly used cross-over
functions compromise the integrity of the satellite schedule. One (single)
point and even two point cross-over’s may present infeasible solutions. Sin-
gle point cross-over selects a random locus in the two parent chromosomes
(it must be the same locus in both) which will then be called the cross-over
point. After this point is chosen the string of genes prior to the cross-over
point in parent chromosome 1 and parent chromosome 2 are transposed. Two
point cross-over essentially does the same, except chooses two loci and trans-
poses the genes before the first cross-over point and then after the second
crossover point. It was found by the previous Math Clinic that both of these
cross-over methods produce undesirable solutions. One method of cross-over
that they implemented was Syswerda’s Crossover Operation, which turned
out to perform the task of mating two chromosomes and producing feasi-
ble offspring schedules. Thus the cross-over method we chose to use was
Syswerda’s cross-over operation.
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After the selection process, we have two parent chromosomes that have
been chosen to mate (P1, P2). These two chromosomes will cross-over to
produce a child chromosome (C1). The program begins by targeting only
the priority number of the current iteration and selecting a pre-determined
number of random genes with that priority number in P1 (for this project
we chose to select two random genes). These genes are then transferred to
C1, which is the empty child chromosome, in the exact gene position they
existed in P1. After that is complete beginning with gene 1 in P2 the genes
are transferred to C1 in the exact order they occur in P2. If a task number
is already present in C1 from the cross-over, that task is skipped and we
continue with the transferring of genes.

Example (0 priority chromosome)
P1 09 *04* 02 01 *08* 06 03 07 05
P2 03 06 09 07 02 05 01 04 08
C1 04 08

As you can see gene positions 2 and 5 have randomly been chosen in P1
and crossed over to C1. Now we transfer the information from P2 to C1:

P1 09 *04* 02 01 *08* 06 03 07 05
P2 03 06 09 07 02 05 01 04 08
C1 03 04 06 09 08 07 02 05 01

The same algorithm continues with every priority iteration. The program
will ignore the genes with prior priority numbers when randomly choosing
which genes to cross-over. Then genes of all priority are transferred from P2
to C1.

2.5.6 Mutation

Mutation of GA’s is to ensure that the population remains sufficiently diverse,
so that the search algorithm can reach the whole solution space. It is meant
to mimic natural biological mutations (green eyes, etc...). We found that
for similar problems a successful mutation rate was 5 percent. After cross-
over in our program we generate a random number between 0 and 1. If the
number falls below .05 the program randomly chooses two adjacent genes of
the current priority iteration and trades their positions.
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2.5.7 Function Description of the Program

For each of the following, our MATLAB Code has been attached. See disk
attached.

addTaskNumber - utility function to convert dates in the data struc-
ture, created by parseTaskXml to seconds relative to midnight.
analyzeSchedule - generates information about the schedule from the out-
put of the genetic algorithm.
buildPopulation - builds populations of tasks based on previous popula-
tions and the current priority.
buildRouletteWheel - assigns segments of a number line to each member
of the population based on it?s fitness in relation to the rest of the population.
calcSeconds - calculate the number of seconds since midnight for a date,
used by addTaskNumber.
calcTimeBoundaries - calculate the earliest and latest times for a potential
schedule (chromosome).
crossOver1 - GA algorithm to cross-over to chromosomes.
crossOver - main loop to execute crossOver1 for entire population.
doubleEvaluator1 - GA specific evaluator which only accounts for the cur-
rent priority (of priorities currently being iterated through) as it assumes the
other prior priority tasks have been maximized.
doubleScheduler3 - Hybrid component for GA to help associate a fitness
with a doublechromosome pair by constructing the optimal schedule (which
may then be evaluated by doubleEvaluator1).
dumpDoubleChromosomes - utility function for debugging that let?s you
view a population.
factorialNumber1 - utility function which constructs a factorial number
which acts as a map into an array of permutations (used by buildPopulation).
lookUpPermutationVector1 - utility function to decode a factorial num-
ber into a permutation (used by buildPopulation).
mainGA - the main program.
mutate - method which performs the mutations on the chromosomes.
rouletteWheelSelect - selects chromosomes for cross-over (which have been
weighted based on their fitness).
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2.5.8 Results of the Final Program

The algorithm has been tested with 200 and 1000 task lists and produces a
feasible schedule in both cases in an acceptable amount of time.

2.6 The Scheduler

An important part of our work with genetic algorithms was to create a sched-
ule builder (scheduler) that will be able to translate a genetic algorithm
chromosome into a schedule of tasks to be performed by the satellite.

2.6.1 Scheduler Project Details

Since the purpose of the problem of satellite scheduling is to create a schedule
for the satellite, one might consider the scheduler the core component in our
approach to the solution of the problem. Our approach to the problem was
to use the scheduler program as the primary component to find an optimal
schedule, rather than using genetic algorithms the way they are traditionally
used.

Traditional genetic algorithm implementations involve several key com-
ponents. At the outset, an initial population of chromosomes is built from
the data set. The chromosomes then undergo a selection process, often tak-
ing the form of roulette wheel selection. Two chromosomes are then mated,
which involves a cross over function, and the child chromosome is evaluated
for fitness using a predefined function. If deemed fit, this child will be inserted
into a new population. Sometimes a chromosome will undergo mutation and
then be evaluated for fitness. The new population of chromosomes will have
this process repeated, and after several generations, it is hoped that a local
optimum will be found. All of these steps are described in detail in earlier
sections of this paper.

Our approach is unique. Since we used two different chromosomes, the
priority order and time order chromosomes, we would have had to use two
different functions to evaluate the fitness of the chromosomes. Also, there
was no guarantee that the genetic algorithms would be able to take into
account the second chromosome. So our implementation uses a scheduler
algorithm to accomplish this.

The way our implementation works is that the initial population is built,
one priority level at a time. For example, the genetic algorithm piece will
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sort through all of the tasks, and select those tasks of priority 0. These tasks
are then permuted by the genetic algorithm and these permutation vectors
become the initial population. The initial population is made up of vectors
consisting of two chromosomes each, the priority order chromosome and the
time order chromosome. At this stage, the priority order chromosome really
has no order. This does not occur until more priority levels are added. The
time order chromosome does what the name implies. Each task is ordered
according to its effective time windows. Those tasks that are to be completed
earlier occupy places at the left side of the chromosome.

The population is then fed into the scheduler, and schedules are built
from each of these chromosomes. The scheduler will take a task from the
priority chromosome, and will then look to the time order chromosome to
determine where precisely the task must be scheduled. For the first task in a
schedule, the placement is trivial. The scheduler will look to the time order
chromosome and calculate the start time and end time of the schedule. The
first task will fall between the start time and end time of the schedule, so
the scheduler will look at its effective time window and schedule the task
to its leftmost bound, which corresponds to the earliest possible time this
task can be scheduled. The scheduler will then take the next task from the
priority order chromosome, and look to the time order chromosome. The
start time of the schedule is examined, as well as the task that has already
been scheduled. If the task is to occur between the start time of the schedule
and the already scheduled task, the scheduler will examine the effective time
window of that task. If there is overlap, the scheduler will attempt to shift
the already scheduled task to the right, meaning reschedule the task to a
later time, and insert the new task into the schedule. If the scheduler cannot
shift an already scheduled task, then the new task will be discarded and the
scheduler will attempt to schedule the next task in the priority chromosome.
This process continues until the scheduler has tried to schedule every task in
the priority chromosome.

After a schedule is built, it is evaluated. This represents the fitness of
a given double chromosome. Every schedule is evaluated and stored, and
then fed into the programs that will perform the mutation and cross over
operations. After the mutation and cross over operations are performed, the
chromosomes are fed back into the scheduler and the process repeats, until
eventually we obtain one schedule that is deemed “better” than the others.
All previous schedules are then discarded and this “best” schedule is stored
for later use. This best schedule represents the most fit chromosome, and this
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chromosome then has the next priority level appended to it. At this point, the
genetic algorithm will perform its permutation operations and build a new
population consisting of chromosomes of priorities 0 and 1. The priority 1
tasks are thoroughly mixed up, but the double chromosome genetic algorithm
will always preserve the relative order of the priority 0 tasks. The process
described earlier repeats, and a best schedule is determined, consisting of
the priority 0 and 1 tasks. This schedule is saved for later use and the
best schedule (most fit chromosome) has tasks of priority 2 appended to it.
This process repeats until all of the priority levels have been examined, the
schedule is as dense as possible, or a predetermined time limit has expired.

Our goal for this project was to create a fast, efficient means by which
a schedule could be built. We also wanted to incorporate a certain amount
of flexibility, which is why we incorporated what we call task shifting. The
traditional approach to schedule building uses a greedy algorithm, which
means that the scheduler is unable to move and already scheduled task. Our
opinion was that a greedy algorithm, though tried and tested, was perhaps
not the best way to build the best possible schedule. It seemed to us that if
the scheduler program could move an already scheduled task and by doing
so insert another task into the schedule, we might be able to obtain a more
densely packed schedule than would otherwise be possible, and obtain it more
efficiently since a greedy algorithm would have to start at the beginning and
reschedule each and every task.

Monitoring tasks are handled by the scheduler in the following manner.
For each monitoring task, a series of pseudo-tasks are created. These pseudo-
tasks are scheduled in accordance with the process described above, and then
for each pseudo-task the satellite will revisit the target as required. For
example, suppose we have 200 tasks that need to be scheduled, and tasks 11
and 51 are monitoring tasks. Task 11 requires 4 revisits, and task 51 requires
5 revisits. The necessary revisits are made into pseudo-tasks and added to the
number of tasks that need to be scheduled. So we would have 209 tasks rather
than 200, where tasks 201 through 209 are monitoring pseudo-tasks. In the
priority order chromosome, the monitoring tasks and their respective pseudo-
tasks must always be in a particular order and must always follow each other,
meaning no other tasks can come between a monitoring task and any of its
pseudo-tasks. The time order chromosome does not have this restriction.
With the inclusion of the pseudo-tasks, the process is more or less identical
to the process described for the simple tasks. However, there are additional
rule built in for monitoring tasks. If less than the required number of revisits
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can be scheduled, then the monitoring task and any pseudo-tasks that have
been scheduled must be removed from the schedule. Also, if any monitoring
task or pseudo-task is shifted, then the entire array for the monitoring task
must be shifted by the same number of seconds.

There were actually three generations of the scheduler. The process de-
scribed earlier corresponds to our final implementation of the scheduler pro-
gram. The three schedulers that we constructed are described in the sections
that follow.

Scheduler Version 1

This was our first attempt for the scheduler program. This scheduler does
not shift tasks but does attempt to schedule tasks within their preferred time
windows. Due to its low flexibility, this scheduler is not very well suited to
large data sets, but is fairly effective when dealing with only a small number
of tasks.

The complexity of this scheduler is O(n).
The algorithm for this scheduler is attached. See Appendix A.

Scheduler Version 2

After the greedy scheduler for a double chromosome was functioning, we
began to refine that to allow for task shifting.

We implemented task shifting because we felt that a strict greedy algo-
rithm was not the best approach to building an optimal schedule. Shifting
allows a given task to be scheduled, but if we alter that to allow another
task to be inserted into the schedule, we can perhaps create a schedule more
densely packed than might be possible otherwise.

This allows for a certain amount of flexibility when building schedules,
as opposed to a greedy algorithm that does not allow for task shifting. This
version of the scheduler shifts tasks, but only on a very small scale. For any
given task that needs to be scheduled, the time window is examined. If there
are tasks already scheduled in this time window, the scheduler will try to
move them. However, it can only move two tasks, so it looks to the tasks
immediately preceding and succeeding the task needing to be scheduled.

This scheduler tries to schedule any task as close as possible to its pre-
ferred time window. If this task can be scheduled within its preferred window,
the scheduler will choose to place it as close as possible to the left bound of
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its preferred time window. This corresponds to the earliest point of the pre-
ferred time window. The scheduler can shift tasks to the left, to the right,
and can simultaneously shift two tasks in either direction.

Since the scheduler prefers to schedule to schedule the tasks to their left
bounds, the shifting to the right has priority over shifting to the left. The
scheduler keeps the information about right and left limits of shifting for each
task.

The complexity of this schedule is O(n)
The algorithm for this scheduler is attached. See Appendix B.

Scheduler Version 3

After the second generation scheduler was functioning, we had to make a few
adjustments so that task shifting could be introduced on a larger scale. Also,
some changes in the double chromosome genetic algorithm implementation
made the second version of the schedule no longer practical.

An allowance for the shifting of scheduled tasks creates a large amount of
flexibility when building a schedule, so this was a priority for us. However,
bidirectional task shifting over the entire schedule proved to be complicated,
so version 3 of the scheduler allows shifting in only one direction.

Originally, this scheduler was designed to schedule each priority according
to the priority order chromosome, while scheduling these tasks in the proper
time order in accordance with the time order chromosome. The issue was
that as each priority was exhausted and the next-in-line priority was to be
scheduled, the scheduler would have to start from the very beginning.

2.6.2 Scheduling by priority

For example, all of the priority 0 tasks from the priority order chromosome
have been scheduled, and the scheduler begins to work on the priority 1 tasks.
However, in order to schedule the priority 1 tasks, it must first reschedule all
of the priority 0 tasks. A similar scenario exists for priority 2 tasks. In order
to schedule these, the scheduler would first have to reschedule all priority
0 and 1 tasks, and so on. This was an unacceptable computational time
requirement.

To decrease the computation time required for the double chromosome
scheduler, we first introduced an algorithm that would allow us to keep and
reuse previous schedules. During the procedure for evaluating the double
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chromosome for a particular priority p, we save all of the schedules that are
built for that particular priority. When we are done with said chromosome,
we delete all other schedules for this priority keeping only the best one.

Since the genetic algorithm only uses the best chromosome of pth priority
to create the chromosome for priority p+1, the double chromosome scheduler
can first call and re-establish the best schedule for up to priority p and then
only have to schedule the tasks of priority p + 1. Also, each schedule keeps
all necessary information such as next task information (i.e. the next task in
the schedule line-up) and shifting limits so that this can be updated for each
iteration inside the scheduling procedure.

In the example above, after all of the priority 0 tasks are scheduled,
the best schedule of priority 0 tasks is stored, so when the priority 1 tasks
are added, we can simply reuse that schedule of priority 0 tasks. When the
scheduler attempts to schedule priority 2 tasks, the best schedule of priorities
0 and 1 has been saved and will be reused. This way the scheduler does not
need to start from the beginning every time a task with a new priority number
is added.

This scheduler will try to schedule any task to its very left bound (earliest
possible time), so that the task shifting is possible only to the right. The
scheduler does not take in account the preferred time window. For each task,
the algorithm keeps the following information: next task ID, previous task
ID, the right limit of shifting the current task without shifting the next task
(local limit), and the right limit of shifting the current task with shifting any
possible number of right tasks (total limit).

The computation time required for the scheduler is O(n2) where n is the
number of tasks in the chromosome.

The algorithm for this scheduler is attached. See Appendix C.

2.7 Schedule Evaluation

Once the schedule has been constructed, there must be a measure of the
quality of the schedule. We felt the best way to achieve this would be to
place a scoring system on those task attributes that are most important
when building a schedule. These attributes are:

1. Task Priority

2. Time Window–effective versus preferred
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3. Geographic Location.

The plan was to institute a scoring system based initially on the priority of a
given scheduled task. This was to be a weighted function giving the highest
score to the highest priority, but configured in such a way that a higher
priority task cannot be outscored by any number of lower priority tasks.
For example, a priority 0 task will always score better than any number of
priority 1 tasks.

After we fabricated a viable evaluation program based on task priority,
our plan was to incorporate a scoring system for the time each task is sched-
uled. Since each task has a preferred time window as one of its attributes,
there would be a score placed upon a task that is scheduled in its preferred
time window.

Also, part of each task definition is an effective time window which corre-
sponds to the absolute boundaries the task can be scheduled in. The preferred
time window is contained within the effective time window. Our plan was to
place a penalty on tasks that are scheduled within the effective time window
but outside of the preferred time window. A task scheduled in its preferred
time window would have no penalty placed upon it.

Finally, each task must have a geographic location. As each scheduled
task is performed, the satellite must shift its position from that task to the
next, a process referred to as slewing. It is assumed that the satellite is
not performing any tasks when slewing, so a good schedule builder would
attempt to minimize the amount of time the satellite is slewing and try to
place tasks into the schedule as densely as possible.

Similarly, a good schedule evaluation program would try to evaluate the
gaps in the schedule, since the vehicle is not productive while slewing. This
was to be the third phase of the schedule evaluator. Essentially, the geo-
graphic coordinates of one task would be compared to the next scheduled
task. Given these two coordinates, a distance could be calculated, and that
could be translated to actual slew time. Our plan was to institute a scoring
system that would place a penalty on excessive slew time.

It was our thought that using these attributes; task priority, time window
and geographic location, along with an appropriate scoring process, would
give a good indication of the quality of the schedule being evaluated.
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2.7.1 Schedule Evaluator Project Details

If there was one item that was truly well learned during this project, it is
that fact that trying to evaluate a schedule is a very difficult task. Based on
the sheer number of different priority levels, there was no way to determine
a single function for task priority weights. The problem lay in the fact that
any weight one might wish to assign to a given priority number, configured
in such a way that a task of lower priority could never outscore a task of
higher priority, resulted in extremely large and extremely small numbers.
These very small numbers would not even register on the scale compared to
the big numbers, so after about priority 40 or 50, all tasks have a weight of
effectively 0.

To get something working as early as possible, we settled on a scheme
that would generate a score based only on priority level. Initially, each task
is assigned a weight of

weight = (100 − priority)2.

Then, the algorithm would sum up all the tasks in the schedule, each with
its respective weight, and output a single number, that being the schedule’s
score.

However, this weighting function had several drawbacks. The primary
drawback was that tasks of a lower priority, if there are several of them,
would outscore a higher priority task. This was not in keeping with our
original goal of scoring the schedule in such a manner that no number of
lower priority tasks could ever outscore a higher priority task.

Another issue we had to address was in regards to the score. When
the schedule is fed into the evaluation program, it outputs a number. This
number by itself is meaningless. We needed some way to interpret the score
so that the operator will know whether or not a schedule is acceptable based
on its score.

We also wanted to make the evaluation program more comprehensive.
We do not feel that a scoring system based completely on the task priority is
the best way to evaluate a schedule, so we wanted to include other factors,
namely whether a task has been scheduled in its preferred time window and
how far the satellite must slew to reach its next task. These were outlined as
goals in our project proposal. As it turned out, we did not get a chance to
address all of these issues. There simply was no feasible weighting function,
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so instead we tried a different approach. To this end, we developed two
different evaluation algorithms. These are described below.

General Schedule Evaluator

We developed this algorithm for use by the other groups as they develop
their parts of the project. Instead of a function that would apply weights
to each task priority, we decided to allow each task to have equal weights.
Also, rather than an output of a single number, we decided on an output of
a 1 × 100 vector, where 100 is the total number of priority levels. This way,
each priority level can be compared separately to the same priority level in
a different schedule.

Additionally, a time window penalty was factored in. This is simply the
fraction of the task that is schedule outside the preferred time window. This
number can then be divided by some integer, and the actual penalty can be
made whatever the operator wishes.

When it comes to a comparison of two different schedules, our algorithm
will take the vector of schedule 1 and subtract from it the vector for schedule
2. This will output another 1 × 100 vector. Since any task of lower priority
number is always to be preferred to any number of tasks of higher priority
number, the first non-zero number in this vector will indicate which schedule
is to be preferred.

The only drawback to this evaluator is that it requires some interpretation
from an operator.

Specialized Schedule Evaluator

In addition to the schedule evaluator described above, we determined that
our double chromosome genetic algorithm project needed something slightly
different. To address this, we developed a specialized schedule evaluator
designed specifically to work with the hybrid approach. In point of fact, in
works somewhat similarly to the schedule evaluator already mentioned, with
a few key differences.

Since our schedule builder considers each priority level separately, we did
not need to look at all of the various priority levels simultaneously. So the
specialized evaluator considers a priority level p, counts how many tasks there
are with priority p, applies a penalty for time window as described above,
and outputs the sum. In this situation, a higher score is better.
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2.8 Conclusion

2.8.1 Commentary

This GA approach produces viable schedules for the satellite programming
problem. It still remains to be seen whether or not these schedules are
comparable or better than other methods using the same sets of data.

2.8.2 Future Work

Future Work on the Double Chromosome Hybrid Approach

There are many things that can be done to fine-tune and tweak the double
chromosome hybrid GA:

Parameters- much more testing could be done by changing the param-
eters available in the GA such as mutation rate, number of cross-over itera-
tions, and so forth.

Algorithm Tuning- while most of the algorithms run in an acceptable
fashion, more work could be done fine tuning each individual algorithm.

Cross-over methods- Only one cross-over method was implemented.
There are many other methods that would be acceptable for this problem,
such as edge-recombination which may prove to be better performing.

Single Chromosome Approach- While the double chromosome ap-
proach provided a means for the schedule builder to select and calculate the
placement of a task within the schedule, it might be possible to do this with
a single chromosome while still using an iterative single priority population
approach.

Multiple Populations- As the number of genes that the double chro-
mosome are of such a magnitude that all the permutations quickly become
unmanageable, there are many examples of parallel processing, which could
be achievable via a multi-threaded implementation, that involve multiple
population and population sharing that are able to address this problem and
wouldn’t require an iterative population building approach.

Future Work on the Scheduler

Since version 3 of the double chromosome scheduler has shifting only to the
right, and it does not take into account the preferred time window, we can
improve the schedules by stating the problem as either linear or nonlinear
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programming problems with initial feasible solutions. This problem can be
stated as the following nonlinear program:

minimize
∑m

i=1 ki(|pei − xi| + |xi − psi|)

subject to xi+1 − xi ≥ di + slew(xi, xi+1),

esi ≤ xi ≤ eei for i = 1, ..., m − 1.

where ki is a coefficient, xi is the starting time of the ith task in the schedule,
pei is the preferred end of the ith task, psi is preferred start of the ith task,
di is the duration of ith task in the schedule, esi is the effective start, eei is
the effective end, and slew(xl, xk) is the slew time from lth task to kth task.

We can transform this nonlinear programming problem into an equivalent
linear programming problem, but it will increase the size of the problem by
at least a factor of 2. On the other hand, the matrix will be sparse, so it will
take relatively few iterations to solve this problem as a linear program.

Alternatively, this problem can be formulated as a quadratic nonlinear
program:

minimize
∑m

i=1 ki(x
2
i − (psi + pei)xi)

subject to xi+1 − xi ≥ di + slew(xi, xi+1),

esi ≤ xi ≤ eei for i = 1, ..., m − 1.

Had time allowed, the next item on the agenda for the scheduler was to
create version 4, which would have been a combination of versions 2 and 3.
This would have allowed for the bidirectional shifting of any number of tasks.
while attempting to schedule tasks within their preferred time window, in the
same manner as version 2 of the scheduler.

The complexity of this version of the scheduler would be O(n2)

Future Work on Schedule Evaluation

A large amount of time went into the development of our schedule evaluators.
This was not necessarily due to their complexity, but to the complexity of
schedule evaluation in general. In truth, schedule evaluation quickly showed
itself to be a highly nontrivial task. However, it is still our belief that there
must be a simple and efficient method by which one could evaluate the quality
of a schedule. Although we could not figure this out in the time allotted to
us, we feel that more thought should be applied to this problem. A good
method of evaluation could prove very useful.
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Future Work in General

Some of the assumption were to constraints and they can be relaxed in future
work.
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2.9 Appendices

2.9.1 Appendix A: Algorithm for Scheduler Version 1

The algorithm for version 1 of the scheduler routine is as follows:
begin Algorithm
For all tasks in the double chromosome do

Get Task, NextTask, and PreviousTask ;
LeftBound := PreviousTaskStart+PreviousTaskDuration+SlewT ime;
RightBound := NextTaskStart − SlewT ime;
if LeftBound ≤ RightBound then do
if TaskPreferredStart ≥ LeftBound then do
if TaskPreferredStart ≤ RightBound then do
Schedule Task at its PreferredStart;

else
if TaskEffectiveStart + TaskDuration ≤ RightBound then do
Schedule Task, at RightBound − TaskDuration

end
end

else if TaskPreferredEnd ≥ RightBound then do
Schedule Task at LeftBound

else
if LeftBound + TaskDuration ≥ EffectiveEnd then do
Schedule Task at LeftBound;

end
end

end
end
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2.9.2 Appendix B: Algorithm for Scheduler Version 2

The algorithm for version 2 of the scheduler routine is as follows:
begin Algorithm
For all tasks in the double chromosome do

Get Task, NextTask, and PreviousTask ;
LeftBound := PreviousTaskStart+PreviousTaskDuration+SlewT ime;
RightBound := NextTaskStart − SlewT ime;
if LeftBound ≤ RightBound then do
if TaskPreferredStart ≥ LeftBound then do
if TaskPreferredEnd ≤ RightBound then do
Schedule Task at its PreferredStart;
Setup TaskLeftLimit and TaskRightLimit;
Update PreviousTaskRightLimit and NextTaskLeftLimit;

else
if TaskEffectiveStart + TaskDuration ≤ RightBound then do;
Schedule Task at RightBound − TaskDuration;
Setup TaskLeftLimit and TaskRightLimit;
Update PreviousTaskRightLimit and NextTaskLeftLimit;

else
Distance : RightBound − TaskEffectiveStart − TaskDuration;
if Distance ≤ NextTaskRightLimit

NextTaskStart := NextTaskStart + Distance;
NextTaskRightLimit := NextTaskRightLimit − Distance;
Schedule Task at (RightBound − TaskDuration);
Setup TaskLeftLimit and TaskRightLimit;
Update PreviousTaskRightLimit and NextTaskLeftLimit;

end
end

end
else
if TaskPreferredEnd ≥ RightBound then do
if RightBound − TaskDuration ≤ LeftBound then do
Schedule Task at LeftBound;
Setup TaskLeftLimit and TaskRightLimit;
Update PreviousTaskRightLimit and NextTaskLeftLimit;

else
Distance := TaskDuration − (RightBound − LeftBound);
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if Distance ≤ NextTaskRightLimit then do
NextTaskStart := NextTaskStart + Distance;
NextTaskRightLimit := NextTaskRightLimit − Distance;
Schedule Task at LeftBound;
Setup TaskLeftLimit and TaskRightLimit;
Update PreviousTaskRightLimit and NextTaskLeftLimit;

else
if Distance ≤ PreviousTaskLeftLimit then do
PreviousTaskStart := PreviousTaskStart − Distance;
PreviousTaskLeftLimit := PreviousTaskLeftLimit−Distance;
Schedule Task at (LeftBound − Distance);
Setup TaskLeftLimit and TaskRightLimit;
Update PreviousTaskRightLimit and NextTaskLeftLimit;

else
if Distance ≤ PreviousTaskLeftLimit + NextTaskRightLimit

then do
PreviousTaskStart : NextTaskStart + NextTaskRightLimit;
NextTaskRightLimit = 0;
Distance := Distance − NextTaskRightLimit;
PreviousTaskStart : PreviousTaskStart − Distance;
PreviousTaskLeftLimit := PreviousTaskLeftLimit−Distance;
Schedule Task at LeftBound − Distance;
Setup TaskLeftLimit and TaskRightLimit;
Update PreviousTaskRightLimit and NextTaskLeftLimit;

end
end

end
end

else
if LeftBound + TaskDuration ≤ TaskEffectiveEnd then do
Schedule Task at LeftBound;
Setup TaskLeftLimit and TaskRightLimit;
Update PreviousTaskRightLimit and NextTaskLeftLimit;

else
Distance : TaskEffectiveEnd − LeftBound − TaskDuration;
if Distance ≤ PreviousTaskLeftLimit then do;
PreviousTaskStart := PreviousTaskStart − Distance;
PreviousTaskLeftLimit := PreviousTaskLeftLimit − Distance;

34



Schedule Task at LeftBound − Distance;
Setup TaskLeftLimit and TaskRightLimit;
Update PreviousTaskRightLimit and NextTaskLeftLimit;

end
end

end
end
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2.9.3 Appendix C: Algorithm for Scheduler Version 3

The algorithm for version 3 of the scheduler routine is as follows:
begin Algorithm
For all tasks in the double chromosome do

Get Task, NextTask, and PreviousTask ;
LeftBound := PreviousTaskStart+PreviousTaskDuration+SlewT ime;
RightBound := NextTaskStart − SlewT ime;
if LeftBound ≤ RightBound then do
if TaskEffectiveStart ≥ LeftBound then do
if TaskEffectiveStart + TaskDuration ≤ RightBound then do
Schedule Task at its EffectiveStart;
Set Limits for Task ;
Update next and previous information for PreviousTask,
Task, and NextTask ;

Update LocalLimit for PreviousTask ;
Update TotalLimit for all previous tasks;

else
Distance := TaskEffectiveStart + TaskDuration − RightBound;
if NextTaskTotalLimit ≥ Distance then do
Schedule Task on its EffectiveStart;
CurrentTask := NextTask;

while Distance > LocalLimit do
begin
Distance := Distance − CurrentTaskLocalLimit;
Move CurrentTask to the right;
CurrentTask := CurrentTaskNextTask;
end;

Update Limits, and next and previous information as above;
end if ;

end if ;
else
if TaskEffectiveEnd ≥ LeftBound then do
if LeftBound + TaskDuration ≤ RightBound then do
Schedule Task at LeftBound;
Set Limits for Task ;
Update next and previous information for PreviousTask,
Task, and NextTask ;
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Update LocalLimit for PreviousTask ;
Update TotalLimit for all previous tasks;

else
Distance := TaskEffectiveStart + TaskDuration − RightBound;
if NextTaskTotalLimit ≥ Distance then do
Schedule Task at LeftBound;
CurrentTask := NextTask;
while Distance > LocalLimit do
begin
Distance := Distance − CurrentTaskLocalLimit;
Move CurrentTask to the right;
CurrentTask := CurrentTaskNextTask;
end;

Update Limits, and next and previous information as above;
end if ;

end if ;
end if ;

end if ;
end if ;

end.
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Chapter 3

Group 2: Dynamic
Rescheduling

By Scott Young,Tu Dinh, Armen Zakharyan, and Nadia Hamoudi

3.1 Abstract

Many papers and much research about the scheduling problem have been
developed and published. Most of them, though, concern problems with
static characteristics. However a real time system is dynamic and requires
adaptive scheduling strategies. Generating good schedules is not enough
by itself, as those schedules would quickly become obsolete as requirements
are revised and new requests are added continuously. This paper looks at
developing dynamic re-tasking algorithms which react to dynamic change of
requests. Many algorithms are applicable in this domain, and the best one is
not obvious. We discuss three different approaches: an adaptation of genetic
algorithm for dynamic tasking, task swapping with max-flexibility and A∗
search algorithm.

3.2 Introduction

Dynamic scheduling is applicable in a variety of domains, such as manu-
facturing, flight scheduling and the space program, where it became quite
challenging to develop optimal schedules in unpredictable environments and
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with increased demand and limited resources. The objective of dynamic
scheduling is to achieve the maximum efficiency of use of those resources.

Satellites are expensive resources in high demand. Therefore, it’s impor-
tant to develop schedules that effectively use these satellites to their maxi-
mum capacity. Current satellite scheduling practices fail to meet this objec-
tive, in part because schedules are statically generated. The problem with
this method of scheduling is that it generates an immutable sequence of com-
mands that have no mechanisms to recover when requests vary from those
anticipated during the schedule creation.

The Satellite Mission Scheduling Problem is predominantly a rescheduling
problem, where the existing schedule must be preserved as tasks change and
new ones are added continuously. So an important aspect about a scheduling
problem solution is to provide methods flexible enough to react to a dynamic
change of requests and attempt to schedule as many of them as possible.

In order to maximize the use of the satellite, and add in new tasks, it is
necessary in some cases to exclude some tasks from the schedule and restart
the scheduling process. Tasks have different priorities, therefore some tasks
should be included in the schedule at the expense of others. The algorithm
we’re looking at developing will quickly analyze collected data and make de-
cisions as to which tasks will be scheduled, and which will be excluded, which
is unfortunately not straightforward. Several factors come into play, includ-
ing priority, location and start and end time. In some cases it’s necessary to
exclude some tasks from the schedule.

We start with an initial solution, and a set of dynamic tasks. We con-
sider one dynamic task at a time. Each dynamic task has the associated
variables: duration, effective time window (start and end), preferred time
window, priority (ranging from 0 to 99), location - coordinates, flag (simple
or monitor), latitude and longitude. Task priorities are rigidly respected.
It’s not allowed to trade a higher priority task with any set of lower priority
tasks. The satellite is fixed at the furthest point in its elliptic orbit from the
earth. So we’re assuming that all points on the earth are visible from the
current satellite’s position. Each task must be scheduled to execute within
its effective time window. The problem is oversubscribed - only some of the
tasks can be accommodated. Preference is given to higher priority tasks.

The objective of the dynamic tasking solution is to maximize the number
of high priority tasks scheduled, to generate schedules as dense as possible,
and to minimize the run time for the repair algorithm and the divergence
from the initial schedule. The dynamic tasking problem is a time constraint
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problem. We have an almost optimal initial schedule that we want to stick
to as much as possible. We need to minimize the divergence from the initial
schedule. In addition, we need to minimize the run time of the algorithm. We
are looking for algorithms that have a short run time. Some that react fast
to data changes, and make quick decisions as to which requests to schedule
and what start time to assign to them.

Because of that, it is an important aspect of our problem to identify an
affective area of interest, one that minimizes the divergence from the initial
schedule, but in the same time includes the tasks from the schedule that can
effect the problem at hand, and may provide a better solution.

We’ve addressed the dynamic tasking problem with several approaches.
Genetic Algorithm Adaptation for Dynamic Tasking, Task Swapping using
max-flexibility as the retraction heuristic and A∗ search algorithm. The
genetic algorithm adaptation reuses information from the initial schedule that
was generated using two chromosomes (the time chromosome and the priority
chromosome) and a scheduler. It inserts the dynamic task into the time
ordering chromosome. It offers the advantage of reconsidering all possible
tasks, including the ones that were not included in the initial schedule. This
algorithm is discussed in chapter 2. In chapter 3 we present the task swapping
- max flexibility method. This procedure is an iterative repair approach that
works at improving an initial schedule by squeezing in some extra tasks, if
necessary at the expense of lower priority tasks. It identifies the area of
interest as the set of tasks from the initial schedule that overlap with the
dynamic task time window. The A* search algorithm is presented in chapter
4. It is a graph search algorithm that we were looking at implementing in
cases where the area of interest includes only a limited number of tasks. In
each of these chapters we present a background description about each of
the discussed approaches, how they relate to the problem at hand and the
application of each of those method to the dynamic tasking problem.

3.3 Genetic Algorithm Adaptation for Dy-

namic Tasking

3.3.1 Introduction

Throughout the semester, our clinic’s main area of study for static schedule
production has been the idea of using double chromosome genetic algorithms
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(GA). From this work and investigation of dynamic tasking, the heuristic
of using GA as a means of handling dynamic tasks was formed. The basic
concept is this: if the original GA produced a good schedule, then by incor-
porating the incoming dynamic task into the chromosomes used in the GA,
we can produce a new optimized schedule. This method offers the advantage
of considering all possible tasks, including tasks not present in the initial
schedule.

3.3.2 Backround

This method is based on genetic algorithms. The genetic algorithm developed
for static scheduling incorporates double chromosome method. The time
chromosome represents an ordering of all tasks in the final schedule. The
priority chromosome consists of the order in which tasks should be scheduled.
An efficient scheduler is used in order to convert the double chromosomes into
the final schedule.

3.3.3 Main Results

• Input

Input to our Matlab function, gaDynamic.m, consists of the two chro-
mosomes for the final static schedule. The format is as follows:

gaDynamic(t,p,d,taskarray)

where:

t = time chromosome

p = priority chromosome

d = dynamic task

taskarray = initial array of task data

The chromosomes, t and p, are arrays of size n where n represents the
number of tasks in the request pool, both scheduled and unscheduled.

• Execution:

The main objective of the procedure is to determine all the possible
time slots within which the dynamic task can fit, based on its effective
time window. The dynamic task is then placed into the chromosome
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at every possible position, resulting in n new chromosomes. Where n

is the number of possible positions of the dynamic task.

The dynamic task also has a priority (x) and we would like it to be the
last priority of value x to be scheduled to eliminate the risk of replacing
an equal priority task. The dynamic task is placed at the end of all
priority x tasks, but before any priority x + 1 tasks.

At this point we have n time chromosomes and one priority chromo-
some. To compare schedules to find the best one, we first need to run
the DoubleScheduler3.m function on each set of chromosomes. Com-
parison of schedules is then done using compareSchedules.m, which
will take two schedules and determine the best one. We run it with the
following loop:

current-schedule = initial-schedule

for int i = 1 to n

best-schedule = compareSchedules(schedule(i), current-schedule,taskarray);

if best-schedule = schedule(i) then

current-schedule = schedule(i);

end

end

• Output:

The procedure completes when all n chromosomes have been compared
and the best schedule is located in the variable best schedule. This
schedule is then returned by the function for use in the satellite.

3.3.4 Avenues for Further Study

• Continued De-bugging

Current versions of the algorithm are still not running correctly and
have not been implemented along with the GA scheduler. Insertion
into chromosomes is complete and working with simulated chromo-
somes/schedules, however, when GA functions are called the function
does not work correctly.
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• Reduced Scheduler

One idea that was not explored due to time constraints was rewriting
a scheduler that would work within the time window of the dynamic
task. This theoretically would reduce the amount of computation time
drastically for the scheduler by ignoring the area of the schedule not
under inspection. In order to do this, an area of interest would be set
(begin time and end time) and the portion of the schedule would be
changed. This may shorten run times by reducing the amount of space
to be examined by the scheduler. Improvements may not prove worth
the effort however, as we would still need to examine each task in the
chromosomes.
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3.4 Task Swapping - Maxflexibility

3.4.1 Background

The task swapping procedure presented by (Kramer and Smith 2003; 2004),
was designed to improve oversubscribed schedules. It’s a repair based tech-
nique that works at augmenting an existing schedule with additional tasks
through a series of local-changes that insert a task into the schedule by un-
scheduling enough tasks to clear a space, and then rescheduling them recur-
sively. Some of this method’s advantage is that it attempts to preserve the
stability of the existing schedule. In addition the method looks at scheduling
additional tasks without bumping the already scheduled ones.

The technique was applied on the USAF Air Mobility Comman (AMC)
scheduling problem. It was used to improve a greedy priority-driven schedule
generation procedure by squeezing additional, lower priority missions into the
airlift schedule.
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The task swapping procedure - described in (Kramer and Smith 2003) and
in other papers published in later years about the same method - uses the
perspective of iterative repair methods. Given a set of unassigned tasks, the
procedure looks at each unassigned task execution window in the schedule,
and determines which task from that interval to retract based on a chosen
retraction heuristic. It is allowed to displace a higher priority task and insert
a lower priority task instead- temporarily creating a non optimal schedule in
hopes at arriving at a better solution. The method is applied recursively on
retracted tasks. If the repair method can get to a feasible reassignment of
all tasks displaced by the insertion of the unassigned task then the method
is applied, otherwise the solution is rejected, the initial state of the schedule
is restored and the unassigned task remains unassigned. The algorithm then
looks at the next unassigned task on the list.

3.4.2 Applying task swapping to dynamic tasking

We believe that the task swapping procedure is also applicable on space
mission dynamic scheduling. But some differences need to be taken in mind,
and some modifications must be applied.

1. The original technique was used to insert additional lower priority tasks
into a non optimal generated schedule. The procedure tries to squeeze
in tasks that are of lower priority than any tasks already scheduled.
The dynamic tasks though are, in general, high priority tasks.

2. The procedure was designed to solve multi-capacity resources problems.
The problem at hand looks at a single satellite problem.

As a consequence, the following items need to be modified:

1. The area of interest.

2. The loops of iteration (one satellite vs various resources).

3. The decision to make when the method fails to reschedule all retracted
tasks (ignore the unscheduled task since it’s of lower priority than any-
thing in the schedule vs the dynamic task may have higher priority
than tasks already scheduled).

Therefore,the task swapping algorithm we’re looking at applying on satel-
lite scheduling mission works as follows:
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• It handles one dynamic request at a time.

• It looks at inserting the dynamic task within the initial schedule by
retracting some static tasks if necessary.

• It never retracts a task of higher priority.

• It regards the retracted task as its next target of scheduling, applying
the same method on it in order to reschedule it in the system.

3.4.3 Area of interest

For a given task x we have the following:
st(x) start time
et(x) end time
eft(x) = et(x) - st(x) effective time window
The area of interest of x includes all the tasks from the old schedule that

intersect with x’s effective time window.
If a is a scheduled task in the static schedule then
if st(a) ≤ st(x) and et(a) ≥ st(x) OR
if st(a) ≥ st(x) and et(a) ≤ et(x) OR
if st(a) ≤ et(x) and et(a) ≥ et(x) Then
a belongs to the area of interest.

3.4.4 Retraction heuristic - Max-flexibility

These heuristics help determine which task possesses the greatest potential
for reassignment, that one would be the best candidate for tasks to retract.
There are three heuristics that are most used in the literature:

1. Max-Flexibility

Flexibility is defined as:

Flex = duration / effective time window

Tasks with high flexibility are ones that are easier to reassign because
they have a big time window relative to their duration.

2. Min-Conflicts

The conflict measure considers the number of tasks conflicting with a
task within its effective time window.
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3. Min-Contention

The contention measure considers the portion of a task’s effective time
window that is in conflict with other tasks.

The retraction heuristic we decided to implement is the Max-Flexibility.
We calculate the flexibility for each task within the area of interest of the
given dynamic task defined as:

Flex = duration / effective time window
And determine the task with highest flexibility. It is the task with greatest

potential for reassignment.

3.4.5 Task Swapping procedure

Swap the dynamic task with the static task from the area of interest with
max-flexibility and with priority less than or equal the priority of the dynamic
task. Mark the inserted task as protected. Protected tasks don’t get included
in an area of interest for a retracted task in the future.

Apply the same steps on the retracted task.
After the algorithm runs through all the tasks in the area of interest, we

end up with one of the two cases:

• All tasks including static tasks and the dynamic task get scheduled.

• One task left unscheduled. This would still be an improvement from
the initial schedule, since the unscheduled task is of lower priority than
anything in the schedule.

3.5 A* search algorithm

3.5.1 Background

In computer science, A∗ (A-star) is a graph search algorithm that finds a
path from a given Start node to a given Goal node. It employs a heuristic
estimate that ranks each node by an estimate of the best route that goes
through that node. It visits the nodes in order of this heuristic estimate. It
was first described in 1968 by Peter Hart, Nils Nilsson, and Bertram Raphael.
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3.5.2 Intuition

To know which routes will likely lead to the goal, A∗ employs a heuristic
estimation of the distance from any given point to the goal. In the case
of route finding, this may be the straight-line distance, which is usually an
approximation of road distance.

What sets A∗ apart from best-first search is that it also takes the distance
already traveled into account. This makes A* complete and optimal, i.e., A∗
will always find the shortest route if any exists.

3.5.3 Algorithm description

A* maintains a set of partial solutions, i.e. paths through the graph starting
at the Start node, stored in a priority queue. The priority assigned to a path
x determined by the function:

f(x) = g(x) + h(x)
g(x) is the cost of the path so far,
h(x) is the heuristic estimate of the minimal cost to reach the goal from x.

Pseudocode
function A* (start, goal)
var closed := the empty set
var q := make-queue (path (start))
while q is not empty
var p := remove-first (q)
var x := the last node of p

if x in closed
continue
if x = goal
return p

add x to closed
foreach y in successors (p)
if y not in closed
enqueue (q), extend-path (p. q)
return failure
Here, successors (x) returns the set of paths created by extending p with

one neighbor node. It is assumed that the queue maintains an ordering by
f -value automatically.
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In the closed set (closed), all paths generated so far are recorded, so as
to avoid repetition and cycles (making this a graph search).

3.5.4 Properties

If the heuristic function h is admissible, meaning that it never overestimates
the actual minimal cost of reaching the goal, then A* is itself admissible (or
optimal) if no closed set is used. If a closed set is used, then h must also be
monotonic (or consistent) for A* to be optimal.

Formally, for all nodes x, y where y is a successor of x:
h(x) ≤ g(y) − g(x) + h(y).

3.5.5 Intuition about why A* is admissible and com-
putationally optimal

There is an intuitive explanation of why A* is both admissible and considers
fewer nodes than any other admissible search algorithm. The intuition rests
on the recognition that A* has an optimistic estimate of the cost of a path
through every node that it considers optimistic in that the true cost of a path
through that node to the goal will be at least as great as the estimate. But,
critically, as far as A* knows, that optimistic estimate might be achievable.

3.5.6 Apply to dynamic tasking

On the map, divide n nodes into 2 groups:

• Group H of all higher priority nodes, say wH,

• Group L of all lower priority nodes, say wL.

Using A* to find a best path (lowest cost) through all nodes wH’s of Group
H as follow:

Stage 1 ...... Target 1
Stage 2 ...... Target 2
Stage 3 ...... Target 3
And so on, until all wH’s have been visited.
For a satellite mission,

• Do consecutively all the higher nodes wH’s of the Group H (main
tasks);
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• Insert any lower priority nodes wL, which are closed to the path of the
Group H, if condition and time permitted (secondary tasks).

In general, not any mission could do all n nodes. Then, re-scheduling
and re-tasking are needed for dynamic tasking for next missions. We have
looked at several graph theory methods in hopes at implementing them in
our dynamic tasking problem in cases where the area of interest includes only
very few tasks. We examined the combinatorial algorithm, Voronoi algorithm
and the A* search algorithm. We found that A* search algorithm is the most
applicable one, yet not well suited to our problem.

3.6 Programing Results

3.6.1 GAA Runtime

The implementation of our genetic algorithm adaptation has not been inte-
grated with the Matlab code from the GA group. The routines for placing
the dynamic task into the time and priority chromosome is complete and
has been tested using chromosomes and schedules that are generated using
gene gen.m and randomschedule.m functions.

As expected, the algorithm runs extremely fast (under a second to include
dynamic task into chromosomes) regardless of the size of the chromosomes.
The addition of running the scheduler should not hinder this quick run time,
as the scheduler itself is extremely efficient.

3.6.2 Max-Flex

The max-flex algorithm run into problems with the area of interest. Our
program will calculate the area of interest and places all tasks that fall in
this range into a separate structure array. Debugging has been focused on
the fact that there are way too many tasks are appearing into this range
(approximately 400/500 tasks). Implementation of this algorithm did not
get any further than creating this structure array.
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3.7 Further Researches

3.7.1 Combined Algorithms

One of our initial ideas was that no single algorithm may prove to be the
best for all situations (i.e. multiple dynamic tasks) and it would be preferable
to have instead a library of algorithms that ran a specific algorithm based
on the demands of the current situation. If each algorithm handles certain
scenarios, then a combination of them may provide a more well rounded and
flexible satellite scheduler.

3.7.2 Improving the Task Swapping Method

The initial idea of the task swapping procedure was to allow higher priority
tasks to be displaced by lower priority tasks. For time constraints reasons we
did not proceed with that. Instead, we decided to apply our swapping pro-
cedure only in cases where the task to be retracted from the initial schedule
is of lower priority. For future studies, we would like to implement the idea
used in the USAF Air Mobility Command (AMC), where we allow higher
priority tasks to be retracted from the initial schedule creating a temporary
non-optimal schedule in hopes of arriving at a final optimal solution after the
procedure is applied on all tasks within the area of interest. The swapping
procedure would be applied recursively until we either get to a solution that
include all old tasks in addition to the dynamic task. Or we are left with one
task not scheduled and in this case we swap that task with the task from the
area of interest with Max - Flexibility and lower priority than the dynamic
task.
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Chapter 4

Group 3: Top-Priority Path
Dependent Algorithm

By John Apodaca, Sara Morrison, George Shen, and Jennifer Zakotnik

4.1 Abstract

The focus of this project is to continue the study of last year’s Math Clinic
to develop the scheduling capability of a satellite in order to maximize the
number of completed tasks. We have developed a two-part process to address
one possible way of scheduling tasks. We create an initial schedule that will
result in a path through all of the highest priority tasks. We then use this
initial schedule to insert tasks of lower priority in a priority based algorithm.

4.2 Introduction

The Satellite Mission Scheduling Problem involves scheduling tasks to be
performed by a satellite based on location, time windows, and priority label-
ing. The focus is to continue the study of last year’s Math Clinic to develop
the scheduling capability of a satellite in order to maximize the number of
completed tasks as well as have a large portion of high priority tasks accom-
plished.

Because there are so many tasks that need to be scheduled and not enough
time to schedule them all, there is high demand for an algorithm that in-
creases the number of tasks that are scheduled. The current prioritization of
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tasks aids in the decision of which tasks should be dealt with, namely those of
highest priority, but there remains the problem of which of those tasks may
be scheduled. The Top Priority Path Algorithm addresses this issue by first
creating an initial schedule of only the priority zero tasks, then augmenting
that schedule with as many possible priority one tasks, priority two tasks,
and so on until no more tasks can be added.

One stipulation of our sponsor is that no number of lower priority tasks
may be scheduled in place of a higher priority task. Our algorithms ad-
dress this issue by scheduling all high priority tasks first and then adding in
lower priority tasks where possible without removing any previously sched-
uled tasks.

4.3 Background

4.3.1 Graph Theory

Since our approach is graph theoretic, we introduce some background on
graph theory. We begin by developing some basic vocabulary of graph theory
that is pertinent to the ideas developed in this paper. For a more detailed
introduction on the study of graphs and their properties, we refer the reader
to the text ”Introduction to Graph Theory” by Douglas West.

A graph G consists of a vertex set, V (G) = {v1, v2, ..., vn}, and an edge
set, E(G) = {e1, e2, ..., em}, where each edge is an unordered pair of (not
necessarily distinct) vertices vivj called its endpoints. We say that a graph
G with n vertices has order n and we write |A| = n. If {vi, vj} ∈ E(G), then
we say vertices vi and vj are adjacent. Similarly, we say the endpoints of an
edge are incident with that edge. If the endpoints of an edge are the same
vertex, that edge is called a loop. Edges with the same pair of endpoints are
called parallel edges or multiple edges. Vertex vi has degree n if it is incident
with n edges, where all multiple edges are counted once per occurrence and
each loop contributes two to the degree. A graph with no loops or parallel
edges is a simple graph.

The first graph we consider is the complete graph, Kn, the simple graph
in which vivj ∈ E(Kn) for all 1 ≤ i, j ≤ n and i 6= j.

A path Pn is a sequence of vertices and edges, v1, e1, v2, e2, . . . , en−1, vn

such that edge ei joins vertices vi and vi+1 for 1 ≤ i ≤ n−1 and such that no
vertex is repeated. This is also called a v1vn-path to emphasize the endpoints.
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We say a graph is connected if for every pair of vertices u and v, there exists
a u, v-path. A cycle is a closed path (both beginning and end vertex are the
same.) A cycle is denoted as Cn. We say a graph is acyclic if it contains no
cycles.

We may choose to add direction to a simple graph’s edges. We call this
an orientation of the graph’s edges and after orienting all edges we have a
graph that we call an oriented graph. If we orient the edges of any graph (not
necessarily simple) then we get a directed graph, or a digraph. A complete
symmetric digraph without loops is a graph on n vertices with degree 2(n−1)
on every vertex. Here each pair of vertices has two edges between them. We
orient those two edges in opposite directions. This idea is key in our initial
path algorithm. The edges are then referred to as arcs. At each vertex we
determine how many arcs are directed into the vertex, this is called the in
degree. Similarly we count how many arcs are directed away from that vertex
and label this as an out degree. It is common to label a vertex (in degree,
out degree). It is also common notation to say xy ∈ A(D) is in the digraph
D there is an arc directed out of vertex x and into vertex y, with A(D)
representing the arc set of D.

An important topic in graph theory that is relevant to this problem is the
study of Hamiltonian paths. Hamiltonian paths are paths that travel through
every vertex exactly once. Hamiltonian paths are important to the develop-
ment of our research because of their fundamental property of ensuring that
all vertices in a graph G are visited during a path. The direct relationship
between Hamiltonian paths and satellite scheduling is almost perfect with
the exception of a time element. By augmenting the concept of Hamiltonian
paths to include this time element we develop a scheduling algorithm for our
satellite.

The Traveling Salesman Problem (TSP) is a combinatorial optimization
problem that seeks to answer the question: if a salesman leaves his home city
and visits a number of other cities, what is the cheapest route given the cost
and mileage between each city? Theoretically, given Kn with weighted edges,
find a Hamiltonian cycle through every vertex of the graph while minimizing
total cost. Because the TSP is an NP-hard problem, only approximation
methods exist for finding a solution.

The optimization process must begin with finding a good tour, i.e., a good
order to visit all the points. The intention is to solve a simple TSP problem
with the requirement that the traveling agent does not have to complete a
circuit. This tour is a Hamiltonian path through the graph.
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4.3.2 Raytheon’s Problem

The problem presented by our sponsor, Raytheon, is a satellite scheduling
problem. We are given a set of data which involves several tasks that are up
for consideration to be scheduled during a specific time frame. Each task is
identified by three different pieces of information.

The first piece of information we are given is the location of the task,
given by a latitude and a longitude. The physical location is important in
that we need to determine tasks that are close to each other. Our mission
is to schedule as many tasks as possible so as not to waste time leaving and
returning to the same area, so it makes sense to try to deal with all tasks in
a certain area before leaving that area. We also use these exact locations to
calculate the time it takes to travel from one task to another, referred to as
slew time through the rest of this paper.

The second piece of information is the priority labeling of the task.
Raytheon has developed a way to attach a label to each task denoting its pri-
ority based on the idea that we take the priority label and subtract it from
100; the higher the value the higher the priority. More simply, the lower
the number, the higher the priority the value it carries. Thus, the highest
priority given is a priority of zero.

The final piece of information that is provided in our data is the time
window for the task. Each task has two time windows: effective, during
which the task may be scheduled in order to be considered acceptable, and
preferred, during which the task should be scheduled in order to be considered
successful. The time windows are significant because they indicate the ideal
times for which the satellite should do its job of taking pictures of the earth’s
surface at specific locations. Based on the earth’s movements and the angle
of the sun, there are certain times when a quality picture cannot be taken,
thus making the time windows relevant.

4.3.3 Previous Work

Since this is a continuation of the Spring 2005 Math Clinic, we have decided
to operate under the same assumptions as last year. They are reprinted as
follows.

• The only type of task to be executed by our satellite will be that of
photographing targets on the Earth’s surface.
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• We will treat the satellite as a fixed object located above the earth.

• We will assume that the satellite has full view of every possible target.

• Each task requires the same fixed time to complete.

Our objectives are as follows:

• To maximize both number of tasks completed and tasks of highest
priority.

• To schedule tasks during their preferred time window.

• To take into consideration monitoring of tasks.

• To obtain a schedule that is as dense with tasks as possible.

4.4 Main Results

4.4.1 Technical Description

The top priority path algorithm, TPPA, builds off of an idea briefly explored
in last year’s clinic which attacks the problem in two phases. We first schedule
the highest priority tasks, and then use that existing schedule to add in lower
priority tasks. Our approach to the problem is graph theoretic. We represent
the priority zero tasks as vertices in a directed graph and treat the problem
as an application of the Traveling Salesman Problem.

In creating the initial schedule, we use our Initial Path Algorithm to find a
Hamiltonian path through the priority zero tasks. As previously mentioned,
the general idea behind finding Hamiltonian paths is to visit every vertex of
the graph exactly once, while minimizing the cost of doing so. Our variation
to this theme is that we want to maximize the flexibility of each edge that
we choose for our initial path, in order to give us as much room as possible
to insert more tasks of lower priority during the insertion step. The measure
of flexibility assigned to each edge of the graph is defined as the ratio of the
wait-time at a task to the total time from the end of the previous task to the
beginning of this task:

F lexibility =
wait − time

slew − time + wait − time
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The larger this ratio is, the more leeway we have to insert tasks. The
definition of wait-time we use is the time between arrival at a task and the
middle of the preferred time window for that task. This allows us to complete
the task as close to the middle of the preferred time window as possible.

Once the initial schedule has been created, we use our Insertion Algorithm
to insert as many lower priority tasks as possible. Again, the more relax our
initial schedule is, the more tasks we will be able to insert at this point.

Our first step in developing our scheduling method was to create a visual
representation of the problem, as shown in Figure 4.1.
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Figure 4.1: 3-D Representation of a Path

The axes are labeled as follows: x: latitude, z: longitude, y: time The
tasks are represented geographically by the black dots on the x,z-axis. The
time window for each task is shown by a black bar ’connected’ to the task
by a dotted line. We can see in this graphic that some tasks are very close
to each other geographically but have very different time windows, and vice

58



versa. The process of creating a schedule can be likened to traversing this
graph with a positive slope relative to slew-time, crossing as many of the
black bars as possible.

4.4.2 The Initial Path Algorithm

Preprocessing

1. Construct complete symmetric digraph on all n vertices of zero priority

2. Delete impossible arcs based on time window constraints

3. Update vertex (in, out) labels

4. Recognize any in- or out-degree of zero as start/end

Algorithm

1. Search vertex degrees for existence of (x, 1) or (1, y) for 0 ≤ x, y ≤ n

2. If yes for some vertex, choose corresponding arc, delete mirror and
unnecessary arcs, update degrees

3. If no, ask if all (in, out) = (0,0)

4. If yes stop

5. If no, determine best flexibility score and choose corresponding arc,
delete mirror and unnecessary arcs, update (in, out) degrees

6. Return to 1.

Description of Initial Path Algorithm (See Figure 4.2)
Preprocessing
The complete symmetric digraph represents all possible arcs between ev-

ery pair of vertices (tasks). We include all possible arcs here because it is
possible for any arc to be chosen to form our initial path. However, upon
closer inspection we realize that there are certain arcs that we want to avoid
choosing. We eliminate arc BA only if the start time of A occurs after the
end time of B, making it impossible to complete task B before task A. It
is also important to note here that any pair of tasks with overlapping time
intervals will maintain both sets of arcs. We include a proof of a proposition
regarding the existence of any in- or out-degrees of zero at this point.
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Proposition 4.4.1 There is at most one (x, 0) and at most one (0, y) labeled
vertex.

Proof: We present the proof of at most one (0, y). A similar argument holds
for at most one (x, 0). We will use proof by contradiction and assume that
there exist more than one (0, y) for some y such that 0 ≤ y ≤ n. Consider
two such vertices u and v. Then there are no arcs from any other vertex
coming into both u and v. Specifically, the arcs uv and vu are not in our
graph. Since uv is not in our graph, task u has a start time after the end
time of task v. It is also true that since vu is not in our graph that task v has
a start time after the end time of task u. Since time is linear, this is clearly
a contradiction. Therefore, at least one arc uv or vu must be in our graph.
Thus one of u or v cannot have an in degree of 0.

Corollary 4.4.0.1 There is exactly one (0,0) vertex label if and only if there
is exactly one vertex.

It is at this point that we recognize that the vertex with label (0, y) is the
starting vertex of our path and a vertex with label (x, 0)) is our end ver-
tex.Here we do not actually do anything with these vertices if they exis;
however, they are important in knowing when to stop the algorithm. We will
discuss how this impacts the algorithm after discussing the most important
elements of the algorithm. The algorithm begins when preprocessing has
finished. The steps of the algorithm are motivated by flexibility and time
constraints. When considering the time element, we recognize that there is a
certain order to the tasks and the removal of arcs may create only one way
to enter a task or to exit a task. This implies that we should search for (1,y)
or (x,1) which gives us the latter situation. If, at any point there exist either
a (1, y) or an (x, 1), we must choose the corresponding arc. However, if none
such exist, we choose arcs based on flexibility. Each time we choose an arc
we must be mindful not to choose any other arcs leaving thestarting vertex,
any other arcs entering the end vertex, and also the mirror or reverse arc, if
it exists, as that would create a two cycle.

It is imperative that no cycles are created in the process of finding our
initial path. A cycle would result in our revisiting tasks multiple times with-
out moving to new tasks. It is possible that our algorithm as presented may
result in a Hamiltonian cycle through all vertices. This would happen in the
case when all tasks overlap. To remedy this, we choose the starting vertex as
the one with the earliest start time. By deleting the arc entering this vertex,
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we break the cycle and solve the problem. This problem is avoided altogether
in the situation in which there exists a start and end vertex, as we would
never choose the ark that would close that cycle.

We have considered the possibility that our algorithm as presented may
create cycles. Although it was not included in our Matlab program, we believe
we would need to run a mini program before choosing an arc to determine if
a cycle would be created with its addition to the path. We believe that our
algorithm will return an acyclic path through all of our vertices.

The algorithm terminates when all arcs have either been chosen for the
initial schedule or have been deleted from the graph.

The following figures show a visual progression of the algorithm’s work.
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4.4.3 Insertion Algorithm

1. Determine highest unscheduled priority, k

2. Travel initial path and schedule as many tasks as possible of priority k

between already scheduled tasks considering one arc at a time

3. At the end of initial path, delete all unscheduled tasks of priority k

4. The most recently created path becomes the new initial path

5. Return to 1.
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6. Stop when schedule meets density requirement

Description of Insertion Algorithm
Once we have a flexible initial schedule we may augment the schedule

with tasks of the next highest priority. The insertion algorithm allows us to
travel through the path only once per priority level k, limiting computation
time.

At each step the algorithm determines if any new tasks may be added.
At the end of each iteration, any tasks that were not scheduled are deleted
from the task list and the algorithm considers the next level of priority tasks
for insertion. The figure below gives a visual representation of our algorithm.
The actual scheduling step here is still in development, so the details are
omitted.

The algorithm terminates when the schedule meets the density require-
ment of five consecutive iterations without the addition of any new task.

4.5 Conclusions

The Initial Path Algorithm is able to create a flexible schedule of all priority
zero tasks and can be modified to consider more priority levels, if desired.
Unfortunately, while the algorithm looks good by hand, the computation is
much slower and less effective than anticipated. While the number of tasks
being considered for the initial schedule is generally quite small, call it n,
the amount of data being stored for each task increases quickly due to the
construction, manipulation, and storage of the n(n − 1) arcs and flexibility
values that need to be considered.

The Insertion Algorithm is able to effectively augment the initial schedule
with a number of higher priority tasks. We do not have specific computational
results or conclusive evidence as to the efficiency of this algorithm.

The TPPA, as is, does not appear to be particularly effective as a gen-
eral solution to the satellite scheduling problem. As investigated by other
members of the Math Clinic, there are several other approaches that pro-
vide acceptable solutions in less time, such as genetic algorithms and scatter
search algorithms. However, the TPPA should not be dismissed as value-
less. More investigation should lead to a refinement of the algorithm that is
capable of producing a valid schedule in less run time.
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4.6 Avenues for Further Study

We end this report with some issues that we were unable to resolve or would
like to continue to study.

• What will we do if it is impossible to schedule all of the priority zero
tasks? This is a question that we considered during the beginning
stages of our work. We were not able to resolve this issue.

• Will our TPPA be able to handle monitoring tasks? Again, this is an
issue that we considered at the beginning of our work, but decided to
focus solely on the simple tasks at first and deal with the monitoring
tasks at the later stages. We were unable to resolve this.

• What is the best way to evaluate the effectiveness of our algorithm?
Due to coding issues, the lack of a produced schedule (aside from one
by hand) makes it impossible to evaluate the algorithm’s effectiveness
at this point.

• How can we ensure that a higher task is not overlooked and instead
lower priority ones are scheduled? Is this possible, and, if so, how do
we deal with it? Because we schedule the priority 0 tasks first, then the
priority 1s, and so on, our algorithms limit this occurrence. However,
there is a possibility that a priority 1 task may be deleted after the first
iteration of the insertion algorithm, and then a priority 2 task inserted
in its place on the second iteration. Our policy to delete any task that
does not immediately fit does pose this problem.

• What are the benefits to using the TPPA to solve the satellite schedul-
ing problem? An overall consensus of the Clinic is that there are better
approaches than the TPPA for the satellite scheduling problem, but
further study could prove to make the TPPA more effective. Increased
refinement of the algorithm would help to cut down on the computing
time and complexity.

• How do we improve our algorithm to address preferred time windows
over effective time windows? The assumptions we made in designing
the algorithm lead us to believe that most tasks are scheduled within
their preferred time windows. However, we cannot verify how often
this is true.
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• Would a weeding-out algorithm help to minimize computation time?
We briefly explored the idea of designing a weeding-out algorithm that
would identify those tasks of lower priority that were ’close’ to some
priority 0 tasks and consider them in creating the initial schedule. Our
work focused mainly on scheduling only the priority 0 tasks for the
initial schedule, but it may be possible to efficiently include these ’close’
priority 1 tasks, as well.
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Figure 4.2: Initial Path Algorithm
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Chapter 5

Conclusions and Future Work

This project extended some of the most promising ideas from the 2005 Math
Clinic [10]. In particular, we developed a double chromosome hybrid genetic
algorithm for satellite scheduling and also further developed the top-priority
path dependent algorithm. Additionally, two new approaches for dynamic
rescheduling where developed: a genetic algorithm adaptation for dynamic
rescheduling, and a max-flexibility task swapping method.

5.1 Double chromosome hybrid genetic algo-

rithm

The double chromosome hybrid genetic algorithm method appears promising
for the static scheduling problems. Traditional genetic algorithm approaches
encode all of the details of a solution into a a chromosome. In contrast,
the hybrid approach encodes only part of the solution in the chromosome,
leaving many of the details, such as the final timing of tasks and the enforce-
ment of scheduling constraints, to be sorted out by a specialized “scheduler”
algorithm, which translates each chromosome into a complete schedule.

This approach has several advantages over traditional genetic algorithm
approaches. First, all chromosomes are translated into feasible schedules.
Thus, the genetic algorithm does not need to waste time evaluating chromo-
somes that can’t possibly represent feasible schedules. Second, the lengths
of the chromosomes themselves are shortened, thereby dramatically reducing
the size of the solution space that must be searched by the genetic algo-
rithm. Third, there are essentially no constraints on the sophistication of the
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“scheduler” algorithm. Thus, while our investigation made many simplify-
ing assumptions, it would not be too difficult to consider considerably more
complex versions of the problem. In particular, we believe that the method
can easily be adapted to handle monitoring tasks.

A novel feature of our method is the use of two chromosomes to represent
each solution. The first chromosome represents the scheduling priority, which
tells the scheduler the order in which it will attempt to insert the tasks into
the scheduler. The second chromosome represents the time ordering, which
specifies the relative order of tasks in the final schedule.

The principal advantage of the double chromosome approach is that it
enables the scheduler algorithm to be very simple, while at the same time
ensuring that no potentially optimal solution is excluded from the search
space.

Our implementation included a multi-level approach to scheduling in
which the algorithm considers only the highest priority tasks initially. Once
the algorithm converges to an optimal pair of chromosomes (or a set of opti-
mal pairs), additional task requests are added in, one priority level at a time.
This ’divide and conquer’ approach greatly improves the computational ef-
ficiency of the algorithm. Moreover, in the case where higher priority tasks
take absolute precedence over any number of lower priority tasks, it can be
shown that this gain in efficiency comes at no cost to optimality.

5.2 Top-Priority Path Dependent Algorithm

The top-priority path dependent algorithm is based on the idea of scheduling
the most important tasks first, and then inserting less important tasks into
the schedule that are not too far out of the way. This approach has two main
components: 1) determining an initial schedule involving the most important
tasks, and 2) inserting less important tasks into the schedule.

This semester, substantial progress was made on the first of these two
tasks. A graph theoretic method was developed for generating the initial
schedule that also incorporated a new “flexibility” measure. This flexibility
measure is based on the intuition that the more slack time there is between
two tasks, the greater the ability to insert additional tasks between them.
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5.3 Dynamic Tasking

Two new approaches for the dynamic scheduling problem were investigated.

5.3.1 GA adaptation for dynamic rescheduling

The double chromosome hybrid method discussed above led to the discovery
of a potentially very powerful method for dynamic rescheduling. A key in-
sight for the approach is that the time-order chromosome calculated for the
static problem reflects the best relative ordering for all the tasks, not just the
scheduled tasks. Thus, it makes sense to take advantage of this information
for the dynamic retasking problem.

This is accomplished as follows: when a dynamic task request arrives, it
is inserted into the double chromosome representation. The modified double
chromosome is then passed to the scheduler to generate a new schedule.

This approach has several important features. First, it is very fast–the
new schedule is calculated in O(n2) time. Second, by inserting the dynamic
task in the priority order chromosome after all other tasks with equal or lower
priority numbers, the new schedule is guaranteed to be no worse than the
original static schedule.

5.3.2 Max-flexibility task swapping

Another dynamic rescheduling algorithm is based on recent work by Kramer
and Smith [46]. In this approach, an iterative repair method is used to insert
dynamic tasks into the schedule by possibly displacing a less important task.
The algorithm then attempts to insert the displaced task somewhere else in
the schedule by possibly displacing another even less important task. The
algorithm continues with this insertion process until either an insertion can
be performed without displacing another task, or a displaced task cannot be
inserted.

In order to determine which task to displace, the algorithm computes a
flexibility measure. This flexibility measure is designed so that the displaced
task has the best possible chance of being re-inserted into the schedule.
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5.4 Future Work

Of the ideas explored in this project, the most promising are related to the
double chromosome hybrid genetic algorithm. This algorithmic framework
appears to hold signficant potential for solving the satellite scheduling prob-
lems, both static and dynamic. Further testing is needed to confirm the
algorithm’s potential.

In particular, the following tests should be performed:

• Run the algorithm on small problems for which it is possible to deter-
mine the optimal schedule. Assess how many iterations it takes for the
genetic algorithm to reach near-optimality.

• Compare the performance of the double-chromosome method with sin-
gle chromosome approaches to determine whether the theoretical ad-
vantages of the double-chromosome method actually yield better per-
formance.

• For dynamic scheduling, compare the quality of the final schedule (after
incorporating the dynamic tasks) with schedules resulting from other
methods.

In addition to these tests, there are a number of potential opportunities
for improving the algorithm, which should be explored:

• In many cases, the relative order of task requests could be determined
a priori based upon the start and end times of their effective time
windows. For example, if the beginning of the effective time window
for one task is after the end of the time window of another task, then
the first task cannot precede the second task in any feasible schedule.
Such relationships could be used to define a partial ordering of task
requests. This information could be exploited by the genetic algorithm
by 1) developing a preprocessing method that would ensure that the
initial population of time order chromosomes is consistent with this
partial ordering, and 2) by developing recombination operations that
preserve the partial ordering.

• Because the scheduling problem is grossly oversubscribed, there may
be considerable advantage in developing preprocessing methods that

72



eliminate task requests that are extremely unlikely to appear in the
final schedule. One idea we discussed this semester was motivated
by the top-priority path dependent algorithm. The idea would be to
connect every pair of high-priority targets with a straight line. Any
lower priority tasks whose targets do not lie sufficiently close to any of
these lines would be eliminated from consideration.

• The genetic algorithm adaptation for dynamic rescheduling assumes
that the optimal chromosome pair from the static scheduling problem
will reflect the optimal task orderings after dynamic task is inserted.
The validity of this assumption could be strengthen by modifying the
fitness function for the genetic algorithm to account for the uncertainty
associated with dynamic tasking. Specifically, each time a chromosome
pair is evaluated, a dynamic task request could be generated and in-
serted into the chromosomes before passing the chromosome pair on to
the scheduler. In this way, only chromosomes that are robust relative
to dynamic task requests will consistently get high fitness scores.

• Finally, we note that the new ideas generated in this clinic are not re-
stricted to Genetic Algorithms, and could easily be incorporated into
other evolutionary methods. Very late in the semester, we became
aware of other evolutionary methods such as scatter search and path
relinking that that promise much greater performance that genetic al-
gorithms. [65, 33, 37, 16, 35, 51]. By modifying our approach to fit
these frameworks, there is significant potential for greatly improved
scheduling capabilities.
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ecution in Instruction-Level Parallel (ILP) computers. All
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ing instructions for optimal execution speed has been shown
to be NP-hard – meaning that finding an optimal solution
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The vehicle routing problem is described as the problem of de-
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ically scattered points. The VRP with time windows adds
the complexity that every customer must be served within a
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ric traveling salesman problem. The genetic algorithm pro-
posed in this study extends search space by purposefully gen-
erating and including infeasible solutions in the population.
Instead of trying to maintain feasibility with crossover op-
erations, it searches through both feasible and infeasible re-
gions for good quality solutions. It is also shown in the article
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ric traveling salesman problem. A comparative computational
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other offspring to determine its fitness. If it is significantly
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and a new offspring is produced. This ensures that the next
generation of offpsring will have parents more fit than the
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[32] F. Glover. A mutiphase-dual algorithm for zero-one integer program-
ming problem. Operations Research, 13:879–919, 1965.

[33] F. Glover. A template for scatter search and path relinking. Lecture
Notes in Computer Science, 1:13–54, 1977.

[34] F. Glover. Scatter search and star-paths: Beyond the genetic metaphor.
Tech. Rep. CO 80309-0419, 1993.

[35] F. Glover. Genetic algorithms and scatter search: Unsuspected poten-
tials. Statistics and Computing, 4:131–140, 1994.

[36] F. Glover. Heuristics for integer programming using surrogate con-
straints. Decision Sciences, 8:156–166, 1997.

[37] F. Glover, Manuel Laguna, and Rafael Mart. Advances in evolutionary
computing: theory and applications. Natural Computing Series, 1:519
– 537, 1965.

[38] A.V. Goldberg, H. Kaplan, and R. Werneck. Reach for a*: Efficient
point-to-point shortest path algorithms. Microsoft Research Technical
Report MSR-TR-2005-132, Microsoft, Redmond, Washington, October
2005.

Goldberg and Kaplan study the point to point shortest path
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The two study in the context of a problem where preprocess-
ing is allowed, and their algorithm is shown to improve both
preprocessing and query times. The addition of shortcut arcs
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and at the same time maximize a given profit function. Meth-
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local search algorithm based on insertion and removal of im-
ages in a schedule the scheduling problem was solved by a
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tives. Historically, multiple objectives have been combined ad
hoc to fomr a scalar objective function, usually through a lin-
ear combination (weighted sum) of the multple attributes, or
by turning objectives into constraints. The genetic algorithm
(GA), however, is readily modified to deal with multiple ob-
jectives by incorporating the concept of Pareto domination in
its selection operator, and applying niching pressure to spread
it population out along the Pareto optimal tradeoff surface.
This paper introduces the Niched Pareto GA as an algorithm
for finding the Pareto optimal set.

[42] Free Software Inc. Wikipedia, free encyclopedia, 2006.

This site serves as a glossary for technichal terms. I used it
for searching for definitions such as genetic algorithm, tabu
algorithm and other definitions. This site gives some overview,
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[44] David Joslin, Jeremy Frank, Ari K. Jónsson, and David E. Smith.
Simulation-based planning for planetary rover experiments. In Winter
Simulation Conference, 2005.

This article describes simulation-based planning for Mars
rovers, which purpose are to perform experients, but high de-
mand and limited resources make it impossible to complete all
requested experiments. To solve this oversubscribed planning
problem, the authors apply a genetic algorithm in searching
for effective strategies. Moreover, the idea of Squeaky Wheel
Optimization was extended toward modeling the uncertainty
that is inherent to the rover experiment planning problem.
The goal of reaserch is to create a succesfull strategy for plan-
ning activities that can react on uncertain outcomes, but still
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make good quality plans that account for uncertainty in exe-
cution
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scheduling system. In ASP Conference Series, volume 172, 1999.

The author describes a geometrical approach for satellite plan-
ning and scheduling. His goal is to build dynamic schedules
that can be replanned all the time. To realize this goal, the
planner of order forms was introduced. Since the better the
schedule, the more fragile it usually is, the planner is able to
build new good schedules when the order form was changed.
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which can uses less optimized schedules to build a new sched-
ule at the short period of time.
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and focused on improving the results of an initial priority-
driven solution generation procedure. In thier experiment they
have showed that the method of maximizing felexibility as it
was used in generic task swaping algorithm like mission-swap
may generally be applicable to resource constrained schedul-
ing problems with fixed time windows. And this method is
particularly siutable to dynamic scheduling domains, where
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new ones are added.

[47] P. Larra, C. M. H. Kuijpers, R. H. Murga, I. Inza, and S. Dizdarevic.
Genetic algorithms for the travelling salesman problem: A review of
representations and operators. Artif. Intell. Rev., 13(2):129–170, 1999.
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This paper is the result of a literature study carried out by the
authors. It is a review of the different attempts made to solve
the Travelling Salesman Problem with Genetic Algorithms.
We present crossover and mutation operators, developed to
tackle the Travelling Salesman Problem with Genetic Algo-
rithms with different representations such as: binary repre-
sentation, path representation, adjacency representation, or-
dinal representation and matrix representation. Likewise, we
show the experimental results obtained with different stan-
dard examples using combination of crossover and mutation
operators in relation with path representation.

[48] Palgrave Macmillan. Maximizing the value of an earth observation satel-
lite orbit. Journal of the Operational Research Society, 56(8):962–968,
2005.

This paper talks about the maximizing dollars collected per
photography session during course of an orbit of a satellite.
The problem is solved by means of a combinatorial optimiza-
tion - tabu search.

[49] K.F. Man, K.S. Tang, S. Kwong, and W.A. Halang. Genetic Algorithms
for Control and Signal Processing, pages 1–49. Springer, 1997.

The first chapters of this book give a good background for
using Genetic Algorithms.

[50] Jerome Mannot. Differential approximation of NP-hard problems with
equal size feasible solutions.

In this paper the focus was on some specific optimazation
problems from graph theory, those for which all feasible solu-
tions have an equal size that depends on the instance size.

[51] Rafael Marti, Manuel Laguna, and Vichente Campos. Scatter search vs
genetic algorithm: An experimental evaluation with permutation prob-
lems. In Metaheuristic Optimization Via Adaptive Memory and Evo-
lution: Tabu Search and Scatter Search. Kluwer Academic Publishers,
Norwell, MA, 2005.
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[52] Steven Minton, Mark D. Johnston, Andrew B. Philips, and Philip Laird.
Minimizing conflicts: A heuristic repair method for constraint satisfac-
tion and scheduling problems. Artificial Intelligence, 58(1-3):161–205,
1992.

This paper describes a simple heuristic abroach to solving
large-scale constraint satisfaction and scheduling problems. In
this approach one starts with an inconsistent assignment for a
set of variables and searches through the space of possible re-
pairs. The search can be guided by a value-ordering heuristic,
the min-conflicts heuristic can be used with a variety of differ-
ent search strategies. It also talks about the scheduling system
for the Hubble Space Telescope, SPIKE, this employs the sym-
bolic method(that was discovered in this paper), rather than
the network, and reusing the overhead necessary to arrive at
a schedule.

[53] Joseph S. B. Mitchell. Guillotine subdivisions approximate polygonal
subdivisions: a simple polynomial time approximation scheme for geo-
metric TSP, k-MST, and related problems. Siam J. Comput., 28/4:1298–
1309, 1999.

The author uses the concept of an m-guillotine subdivision
to obtain a simple polynomial time approximation scheme for
the instance of the traveling salesman problem as well as other
similar geometric instances. It also discusses k-TSP wherein
we wish to determine a minimum length path that will visit at
least k of the total n vertices. The PTAS is constructed from
a dynamic programming algorithm in conjunction with the
m-guillotine subdivision for both the general TSP and k-TSP
cases.

[54] Chris N.Potts and Mikhail Y. Kovalyov. Scheduling with batching: A
review. European journal of Operational Research, 120:228–249, 2000.

This article reviews research on two types of scheduling models
that require batches to be performed. In the family schedul-
ing model, similar jobs may be batched if they share the same
setup. On the other hand, the batching machine model forms
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batches of jobs that are processed at the same time. Analisys
of these models shows that, in some cases, the sequencing and
batching of jobs can be decoupled. Once a sequence of jobs is
known, dynamic programming is shown to be a useful tech-
nique for solving the batching problem. And also used in many
models that integrate scheduling with batching decisions. The
paper also gives details of the basic algorithms and also ex-
plains how dynamic programming algorithms can be designed
to give efficient algorithms for several of the problems that we
consider.

[55] M. Obaidat and G. Papadimitriou. Applied System Simulation: Method-
ologies and Applications. Kluwer Academic Publishers, New York, 2003.

Applied System Simulation: Methodologies and Applications
is an ideal read to understand the newest in frontier schedul-
ing algorithms and simulated environment technology. Encom-
passing vas techniques that have been combined with working
technology to simulate and test schedules. This book can pro-
vide already tested theory on many scheduling simulators, and
there complex algorithms. In regards to its content it primar-
ily deals with computer systems and optimization, given that
this may be true, the examples are very similar to simulating
test data for satellite schedules.

[56] Class of Spring 2005. Satellite mission scheduling with dynamic tasking.
Technical report, University of Colorado at Denver and Health Sciences
Center Mathematics Department, University of Colorado at Denver, CO
80217., May 2005.

[57] M. S. Osman, Mahmoud A. Abo-Sinna, and A. A. Mousa. A Combined
Genetic Algorithm-Fuzzy Logic Controller (GA-FLC) in Nonlinear Pro-
gramming. Applied Mathematics and Computation, 170:821–840, 2005.

This paper presents a combined genetic algorithm-fuzzy logic
controller for constrained nonlinear programming problems.
While not specifically designed to be a solution to scheduling
problems in general, it is our belief that this method can be
applied successfully to such problems. The article discusses
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genetic algorithms in general, then attempts to apply a fuzzy
logic controller to the chromosomes so as to acheive optimality
in fewer generations than genetic algorithms alone. Several ex-
amples are presented that demonstrate the superiority of the
GA-FLC method, requiring less compuation time and there-
fore faster results.

[58] J.C. Pemberton and L.G.Greenwald. On the need for dynamic schedul-
ing of imaging satellites. In FIEOS PAPERS, 2002.

In this paper the case for dynamic scheduling of imaging satel-
lites. Dynamic schedules will allow satellite systems to take
advantage of information gathered during the execution of
the schedule and react to changes in the environment, desired
tasking, and the availability of resources. The authors devel-
oped a remote sensing scheduling problem and they discussed
the contigency conditions under which the satellite schedul-
ing problem becomes dynamic. They suggest that dynamic
schedules will yeild improved mission schedules and reduced
mission costs.

[59] Joseph C. Pemberton and III Flavius Galiber. A constraint based ap-
proach to satellite scheduling. DIMACS Workshop on Constraint Pro-
gramming and Large Scale Discrete Optimization, pages 101–114, 2000.

Pemberton and Galiber discuss satellite scheduling as a
constraint-optimization problem. Throughout the text they
discuss the goals of satellites and ways to schedule tasks with
consideration to priority and the multiple constraints related
to tasks. The emphasis in this article is on telecommunica-
tion, broadcast, and remote-sensing satellites and constraint-
based approaches to the optimization of the satellite schedul-
ing problem.

[60] Gilles Pesant, Michel Gendreau, Jean-Yves Potvin, and Jean-Marc
Rousseau. An exact constraint logic programming algorithm for the
traveling salesman problem with time windows. Transportation Science,
32:12–29, 1998.
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The authors of this paper provide and then compare a con-
straint based approach to the traveling salesman problem to
other approaches in the literature. This constraint logic pro-
gramming algorithm for TSPTW works with time window re-
duction rules and incorporates them to create an improved
algorithm. This model assigns penalties for arriving at a des-
tination before the appropriate time window begins. The con-
straint program combines several models each dealing with
one aspect while sharing variables. Redundant constraints are
included to improve the effectiveness. The paper concludes
with a branch-and-bound algorithm.

[61] Seth Pettie. A new approach to all-pairs shortest paths on real weighted
graphs. Department of Computer Sciences, University of Texas at
Austin Theoretical Computer Science, pages 47–74, 2004.

Pettie introduces a new all-pairs shortest-path algorithm for
real-weighted graphs. He discusses the derivation of his algo-
rithm along with the algorithms it was derived with, Dijkstras
algorithm with Fibonacci heap. He also lays out the method
of the algorithm to approximate shortest path distances and
leveraging approximate distances in the computation of exact
ones.

[62] Christian Plaunt, Ari K. Jónsson, and Jeremy Frank. Run-time satellite
tele-communications call handling as dynamic constraint satisfaction. In
The IEEE Aerospace Conference, 1999.

The problem described in this article is scheduling call re-
quests that requires real-time desicions with regard to call
routing, load balancing and priority. The author suggest to
use incomplite methods as Hill Climbing to solve this problem.
The principal components of algorithm are Priority Manage-
ment, Call Acceptance, Load Balancing, and Call Migration.
These components can be implemented to our problem with a
few changes, since both problems are related. There is a very
usefull idea to use the Hill Climbing approach for such type
of problem because it is impossible to find complete solution
for real-word conditions.
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[63] Jean-Yves Potvin. Genetic Algorithms For The Traveling Salesman
Problem. Annals of Operations Research, 63:339–370, 1996.

This article describes algorithmic approaches, and their im-
plementations, for the Traveling Salesman Problem (TSP).
Genetic algorithms are described in detail with specific ex-
amples and the steps required to convert the problem into
the respective components within a Genetic algorithm. Map-
ping of the solution to chromosomes, fitness, and mutation
are all discussed. A brief section on parallel implementations
(i.e. more than one processor working on separate parts of
the same problem) is provided and a summary section with
computational results that provide a list of best practices for
solving TSPs with Genetic algorithms.

[64] Warren B. Powell. The optimizing-simulator: Merging simulation and
optimization using approximate dynamic programming. In Winter Sim-
ulation Conference, 2005.

In this tutorial, the author describes how optimizing and simu-
lation modeling technologies ca be combined together to solve
dynamic problems. The new combined technology is able to
handle the randomness and complexities of simulation and in-
telligence of optimization, so it can optimize over time. Also,
Powell describes how to use approximate dynamic program-
ming to produce decision functions that optimize over time
rather than at a point in time.

[65] C. Rego and P. Leao. A scatter search tutorial for graph-based permuta-
tion problems. Metaheuristic Optimization via Memory and Evolution:
Tabu Search and Scatter Search, 1:305–317, 2005.

[66] Michael Rinehart, Vida Kianzad, and Shuvra S. Bhattacharyya. A mod-
ular genetic algorithm for scheduling task graphs. Technical Report
UMIACS-TR-2003, Institute for Advanced Computer Studies, Univer-
sity of Maryland at College Park, June 2003.

This report talks about how Genetic Algorithms have been
used into scheduling task graphs onto multiprocessors,the ge-
netic algorithm based on bi-chromosomal representation and
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capable of being incorporated into a cluster/merging optimiza-
tion framework is proposed, and it is experimentally shown to
outperform a leading genetic algorithm for scheduling.

[67] Qiming Ruan, Yuejin Tan, Renjie He, and Yingwu Chen. Simulation-
based scheduling for photo-reconnaissance satellite. In M.E. Kuhl, N.M.
Steiger, F.B. Armstrong, and J.A. Joines, editors, Proceedings of the
2005 Winter Simulation Conference, Changsha, Hunan Province, China,
2005. National University of Defense Technology.

Qiming Ruan et al. describe that a simulation-based schedul-
ing for photo-reconnaissance could be expressed by a mixed
integer programming model. And ”numerical results demon-
strate that this approach is efficient in the scheduling prob-
lems.”

[68] S.A.Harrison, M.E.Price, and M.S.Philpott. Task scheduling for satellite
based imagery. In Proceedings of the Eighteenth Workshop of the UK
Planning and Scheduling Special Interest Group, pages 64–78, University
of Salford, UK, 1999.

the paper addresses two issues: -how many images can the
satellite aquire in a single overpass of a typical area. -and the
ability of automating the process of defining the schedule of
imaging tasks. the objective was to maximize the total priority
of the set of tasks that are imaged which is a subset of the
set of tasks. the answer was that it’s not possible to satisfy
more than 10 imaging requests in a single overpass which was
considered to be 3 minutes.

[69] J. Schwartz, M. Sharir, and J. Hopcroft. Planning, Geometry, and Com-
plexity of Robot Motion. Ablex Publishing Corpeoration, New Jersy,
1987.

Planning, Geometry, and Complexity of Robot Motion deals
with very specific algorithms on motion of robotics, topics
such as frictional, minimal, and dynamic movement are ex-
press in great detail. This book has many independent ideas
for how problems can be solved, but because of its age most
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of these algorithms have been long forgotten and may not be
practical for satellite scheduling.

[70] Sang H. Son. Advances in Real-Time Systems. Prentice Hall, Englewood
Cliffs, NJ, 1995.

This book is a composition of articles dealing with real-time
systems and contains a chapter on scheduling and resource
management that uses the slack stealing algorithm in order to
schedule tasks.

[71] Hongyi Sun and Guoqing Wang. Parallel machine earliness and tardiness
scheduling with proportional weights. Comput. Oper. Res., 30(5):801–
808, 2003.

The problem of scheduling n jobs with a common due date and
proportional early and tardy penalties on m identical parallel
machines is explored. It is shown that the problem is NP-hard
and a dynamic programming algorithm is proposed to solve it.
Two heuristics are proposed to tackle the problem and analyze
the worst-case error bounds.

[72] Eric Taillard, Philippe Badeau, Michel Gendreau, and Jean-Yves
Potvin. A tabu search heuristic for the vehicle routing problem with
soft time windows. Transportation Science, 31:170–186, 1997.

This paper addresses the traveling salesman problem with soft
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